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ABSTRACT

Large language models (LLMs) have the potential to meet a key goal in economics:
a quantitative model of household decision making, across a variety of settings. Yet
existing evaluations cover few surveys and outcomes, and do not study how house-
holds adjust to changing economic conditions. We introduce a new evaluation,
HouseholdBench, which unites 6 U.S. household surveys and 32 prediction tasks
spanning numeric, categorical and probabilistic outcomes, related to consumption,
income, labor, expectations, and housing. Using past behavior, demographics
and macroeconomic conditions, the tasks test whether LLMs predict behavior,
including how households adjust to changes in various policies. We evaluate 13
proprietary and open-weight LLMs against a no-change baseline and a gradient-
boosted tree model. Most LLMs outperform the no-change baseline, including for
policy response tasks—with the best model lowering error for numeric outcomes
by 12.2%. Across most tasks, gradient-boosted trees rank first; leading proprietary
LLMs approach their performance, but open-weight models lag. LLMs exhibit
systematic over- and underprediction across different tasks. We identify methods
that enable a 4 billion parameter open-weight model to match proprietary models’
performance: fine-tuning and aggregating 16 predictions per observation. Improve-
ments generalize to policy-response tasks, which are excluded from fine-tuning.
We release our datasets, code, and leaderboard on our websiteﬂ

1 INTRODUCTION

Large language models (LLMs) may be able to meet a key goal in economics—a quantitative model
of how economic agents make decisions. To assess this promise, many papers evaluate whether
LLMs can predict decision making in various settings, ranging from social science experiments
(Filippas et al., 2024; |/Ashokkumar et al., 2026), to survey response (Argyle et al.| {2022} |Park et al.,
2024), to behavior in economic games (Xie et al., [2025} [Huang et al., [2026). A core question
in economics is how households make real-world decisions about labor supply and consumption.
Household behavior matters because it is a fundamental driver of aggregate outcomes. For instance,
how households consume or save after income shocks determines the aggregate effect of fiscal and
monetary policies (Kaplan et al., 2018;|Auclert,2019). If LLMs provide a realistic model of household
decision making, then one can use them to carry out realistic simulations of the macroeconomy—as
the literature in “generative agent-based modelling” has begun to explore (Li et al.| 2024; Piao et al.
2025; Karten et al., 2025). In particular, one could simulate how various policies—such as stimulus
checks or unemployment insurance changes—affect the economy.

There is not yet a comprehensive evaluation of how well LLMs simulate household economic behavior.
Recent work evaluates LLMs on household survey data, for instance predicting a respondent’s
occupation, employment, or retirement (Athey et al.l 2026} Jia et al., 2026} |Garzon et al.l [2026), and
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their income or homeownership (Cruz et al.| [2024; |Gao et al.|[2026). However, previous work usually
uses few surveys and focuses on few outcomes, meaning the results may be context specific rather
than widely applicable. Moreover prior work does not ask whether LLMs can predict how households
respond to real-world changes in economic policy—which is critical for realistic policy simulations.

We propose HouseholdBench: a comprehensive benchmark for evaluating whether LLMs can predict
household economic behavior across a variety of settings. HouseholdBench uses six public U.S.
household surveys with rich longitudinal data on household economic behavior and has a total of
21.7M observations (Figure[I)). We construct 32 tasks spanning five topics: consumption and saving,
income and resources, labor and retirement, macroeconomic expectations, and housing and location.
We cover three types of prediction tasks: numeric prediction, such as total household spending;
categorical prediction, such as employment status; and probability prediction, such as households’
subjective probability distributions for inflation. To evaluate if LLMs can predict how household
behavior adjusts to policy, we include a set of policy-response tasks. These tasks ask how households
respond to an external, policy-related change such as a stimulus check or a job displacement. Using
past behavior, demographics, and macroeconomic conditions, we ask how well each LLM can predict
households’ future behavior in each task.

We evaluate thirteen LLMs on HouseholdBench. Eight are proprietary models from the GPT and
Claude families, and five are open-weight models. We compare them to two statistical references:
a no-change baseline carries forward the most recent value from the household’s history; and a
gradient-boosted tree (Chen & Guestrin, 2016) trained task-by-task on the same information that
LLMs use.

Given the breadth of HouseholdBench, we can draw widely applicable conclusions about household
behavior. Our main findings are as follows. First, we find that most LLMs outperform the no-
change baseline, including on policy response tasks, at least for numerical and categorical outcomes.
Second, widespread across tasks, there is a clear ranking of models. The gradient-boosted tree
predicts best (19% better than the no-change baseline for numeric tasks). Proprietary LLMs from
the Claude and GPT families approach this performance, but open-weight models perform worse.
The performance of the best proprietary LLMs is notable, given that gradient-boosted trees achieve
good performance on tabular prediction tasks (Holzmiiller et al., 2024). Third, again widespread
across tasks, performance after LLM knowledge cut-offs is equally good, which suggests that the
performance of LLMs is not because of data contamination (e.g., public survey microdata may appear
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Figure 1: HouseholdBench turns six household surveys into 32 prediction tasks across five topics.
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in pretraining corpora (Sarkar & Vafal 2025} Ludwig et al.,[2024)). Fourth, we document systematic
biases of various kinds, with LLMs systematically overestimating household outcomes on some tasks,
and underestimating them on others. Fifth, we uncover conditions under which a small, open-weight
model can approach the frontier performance. In particular fine tuning Qwen3.5-4B (Qwen Team,
2026a), and aggregating across multiple predictions, greatly improves performance across a range of
tasks, for instance reducing the numeric error by 24% and outperforming the strongest LLM. Sixth,
these forecasting improvements generalise to policy response tasks, which are not used for fine tuning.
This step is important because policymakers often contemplate new policies, for which there is no
existing data for fine-tuning.

2 HOUSEHOLDBENCH

2.1 DATA

Our main data sources are six leading surveys of U.S. households that offer rich self-reported
information on households’ socio-demographic background, their economic behavior, and their
preferences and beliefs about the future. We choose these surveys because they are publicly available,
extremely well-documented and widely used in social science research. Except for the Census,
all of them enable longitudinal linking of households or respondents over several waves. Thus,
HouseholdBench is able to track households over time and focus on predicting changes in behavior,
rather than on pure cross-sectional prediction.

Each survey provides high-quality information about a few narrow topics. The Consumer Expen-
diture Survey (CEX) collects detailed information on household consumption expenditure. The
Current Population Survey (CPS) contains detailed information on employment, unemployment,
hours worked and labor earnings. The University of Michigan’s Surveys of Consumers (Michigan)
focus on households’ expectations and attitudes about their own economic situation and about the U.S.
economy as a whole. The New York Fed’s Survey of Consumer Expectations (SCE) specializes
in consumer beliefs about the economy, including measures of subjective uncertainty, and it also
provides a rich set of special modules eliciting consumer preferences directly. The Panel Study of
Income Dynamics (PSID) has followed a set of U.S. individuals and families continuously since
1968, providing detailed information on income, employment, wealth, and other aspects of economic
behavior. Finally, U.S. Decennial Census extracts (Census) provide data on demographics and
residential mobility. For a detailed discussion of each source, including exact provenance and data
cleaning, see Appendix [B]

2.2 EVALUATION TASKS

We use micro-data from these surveys to build 32 separate evaluation tasks, grouped into five broad
topics. They are (1) consumption and saving, (2) income dynamics and household resources, (3) labor
supply, job search, and retirement, (4) macroeconomic expectations, and (5) housing and location.
These topics cover important aspects of household behavior and expectations and correspond to
different blocks within a model of household choice. Individual tasks within the topics were designed
to zoom in on particular margins or decisions. See Table |l|for a summary of the full suite, and
Appendix [H] for detailed information on each task, including full prompt examples.

Target Variables. Each task features one or several targets (variables to be predicted), which
generally are direct, untransformed survey answers. Targets can be numeric, like total consumption
expenditure in US Dollars, categorical, like employment status in a month, or probabilities, like
beliefs about inflation over the next 12 months.

Baseline and Policy-Response Tasks. We also classify the tasks into two groups based on the
information provided in the prompt.

* Baseline tasks measure whether models can predict household outcomes or beliefs using information
already available about the household. The prompt gives socio-demographic background (sex,
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Table 1: The 32 HouseholdBench tasks by topic. Baseline tasks condition on the household’s history
and the macroeconomic environment. Policy-response tasks add a policy, shock, or scenario. Type:
N numeric, C categorical, P probabilistic. Appendix [H|describes every task in full.

Baseline tasks Policy-response tasks

Task ID Prediction target Type Task ID Prediction target Type

Consumption and saving

cons.cex.categories  Spending in 12 categories N cons_cex_rebate0l Spending after the 2001 tax rebates N

cons_cex.total Total, nondurable, and durable spending N cons_cex.sspay Daily spending around Social Security N
payments

cons-psid-wealth Net worth in the next wave N cons-cex.stimlus08 Spending after the 2008 stimulus payments N

cons.sce.grouth Year-on-year growth in monthly spending N cons_psid-jobloss Food spending the year after a job loss N

cons_sce.shock Spending share of £10% income changes N

Income dynamics and household resources

inconemich-finance ~ Expected 1-year family-income growth N income.cps-displace Weekly earnings after job displacement N

incone.psid.earnings ~ Labor earnings 2, 4, and 10 years ahead N incone.sce_policy Stated effect of tax and benefit changes C

income_sce_growth Expected 1-year household-income growth N

Labor supply, job search, and retirement

labor_cps.jobf ind Next-month status of the unemployed C labor_cps.displace Labor-force status after job displacement C

laborcps.retire Retirement within 12 months, aged 50-75 C labor_cps.ui Next-month status under C
unemployment-insurance durations

labor.cpsseparation  Next-month status of the employed C labor.psid.addedworker ~ Partner hours and earnings after spousal job N
loss

labor.sce-of fer Acceptance of the first listed job offer C labor.sce_reswage Reservation wage and preferred hours N

labor.scerisk Job-loss, quit, and reemployment chances P

labor.sce_search 3- and 12-month job-finding probabilities P

Macroeconomic expectations
nacronich.outlook Expected inflation at 1 and 5-10 years N Iacro_sce.revision Expected inflation after an inflation surprise N
macro_sceamcertainty  Inflation and macro-outcome probabilities P

Housing and location

house_census.move Five-year residential-mobility status C house_sce_financing Home price, down payment, 3 scenarios N

house_psid.owner Next-wave homeownership among renters ~ C house_scelockin Three-year moving probability with a P
portable mortgage rate

house_sce.move One-year moving probability P

race, education, household composition, location), past economic behavior and outcomes, and the
macroeconomic environment

* Policy-response tasks ask whether models can predict behavior or beliefs conditional on variation
in the economic environment that is plausibly external to the household. That variation is a change
in government policy, an observed economic shock, an information treatment, or a hypothetical
scenario the interviewer provides. Policy-response tasks offer a sharper test of whether models
understand how households adjust their behavior when the economic environment changes.

Sample Construction. We filter the raw survey entries using a careful protocol that is harmonised
across datasets. For each task we drop records with a missing target or missing recent history, apply
survey-specific quality filters, and trim outliers within each period. Each data point is one household
in one period. The prompt gives that household’s demographics, its own recent history, and current
macroeconomic conditions, and policy-response tasks add the policy or shock. The answer is the
household’s actual survey response. Appendix [H| gives the filters and a full prompt for each task.

Dataset Splits. After constructing the samples for each task, we divide the dataset into a few splits.
We first hold out every data point released after 16th February 2026 as a post-cutoff test set. It
postdates the knowledge cutoff of most LLMs we evaluate, so it gives valuable information about the
contamination effect. Earlier samples are then grouped into calendar quarters, and we randomly split
the quarters into training, validation, and pre-cutoff testing in an 80/10/10 ratio. Splitting on quarters
means the test set contains macro conditions unseen in the training or validation set. From each test
set, we evaluate at most 200 observations per task, sampled across calendar quarters in proportion to
the number of eligible observations in each quarter.

2All tasks include a common set of core macroeconomic variables. All tasks include the last four quarters
of GDP growth, CPI inflation, unemployment and the Federal Funds rate, plus their average values over the
previous five years. Some tasks include additional variables if relevant.
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Table 2: Comparison between HouseholdBench and selected studies.

Study Data Years Outcomes predicted Design
Spending Income Labor Macro Housing | Policy

Athey et al.|(2026) US labor panels (PSID, NLSY) 1979-2021 v

Cruz et al. [(2024) American Community Survey (ACS) 2018 v v v

Brynjolfsson et al. (2025} PSID, UK valuation surveys 2017-2021 v

Jia et al. |(2026) Dutch household panel (LISS) 2023-2024 v v

Wu et al. |[(2025) US consumer surveys (SCE, Nielsen) 2018-2023 v v

Zarifhonarvar (2026 US consumer surveys (SCE, Nielsen) 2019-2025 v v

HouseholdBench (ours) Six U.S. household surveys 1968-2026 v v v v v v

2.3 COMPARISON WITH EXISTING WORK

Table [2] compares HouseholdBench with related work evaluating LLM predictions of household
economic outcomes and beliefs. Existing studies focus on specific topics at a time, and use at most
four surveys. HouseholdBench is the only study covering a broad range of five topics (spending,
income, jobs and retirement, macro expectations, housing) under a harmonised framework, while
using as many as six survey datasets. This breadth is important for drawing robust and widely
applicable conclusions about household behavior, which are not specific to a particular survey or
outcome.

Regarding policy response, there are some papers studying how households adjust to changing
information or hypothetical policy treatments (Anesti et al., 2025; [Wu et al., 2025} |Park] 2025} |[Lin
et al 2026; [Liu et al.l 2026; [Zarithonarvar, |2026). However our policy-response tasks include
not only changing information and hypotheticals, but also real-world episodes with policy changes
and other related shocks, including: tax rebates and stimulus payments, unemployment-insurance
variation, and household job loss. Asking whether LLMs can match actual household policy responses
is critical—the answer tells us whether LLMs can be useful for realistic policy simulations.

3 EXPERIMENTAL SETTING

3.1 MODEL SUITE

We benchmark two types of language models, open-weight LLMs and proprietary frontier LLMs.
We also include a no-change baseline and XGBoost as statistical reference models.

Open-Weight LLMs. We include open-weight LLMs with various model sizes, including Qwen3.5-
4B (Qwen Team) 2026a), Qwen3.6-27B and Qwen3.6-35B-A3B (Qwen Team, |2026b)), DeepSeek-
V4-Flash and DeepSeek-V4-Pro (DeepSeek-AlL|2026). These span from small dense models to larger
mixture-of-experts models.

Proprietary LLMs. We include two families of widely used frontier proprietary models. Within
each family we include different capability tiers. For GPT, we include GPT-5.6 luna, GPT-5.6 terra,
GPT-5.6 sol (OpenAll 2026a), and GPT-6 astra (OpenAl, 2026b). For Claude, we include Claude
Opus 4.8 (Anthropic| 2026b)), Claude Sonnet 5 (Anthropic, [2026d), Claude Opus 5 (Anthropicl
2026c¢)), and Fable 5.1 (Anthropicl 2026a). We run every model under its default inference settings.
Details are included in Appendix (G|

Statistical and Reference Models. Two statistical models provide reference points for evaluating
LLM performance.

* No-change baseline. This uses the household’s most recent observed value as its prediction. For
the policy-response tasks it predicts zero response to the policy or shock. This simple forecast is a
standard benchmark in economics (e.g. Meese & Rogoff, [1983} [Atkeson & Ohanian, [2001]).

* XGBoost. XGBoost is a gradient-boosted tree method and achieves good performance on tabular
prediction tasks (Holzmiiller et al.,[2024)). XGBoost (Chen & Guestrin, |2016) is trained, task-by-
task, on the same household features the LLMs receive as text. We use the pre-tuned parameter
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settings of [Holzmiiller et al.| (2024), which outperform XGBoost’s default parameters. Appendix [C]
gives the features and every parameter value.

3.2 METRICS
We use the following metrics for the three task types.

* Numeric targets use relative mean absolute error (ReIMAE), the model’s absolute error over
the absolute error of the no-change baseline on the same samples (Hyndman & Koehler, 2006j
Hewamalage et al., [2023)):

RIMAE — oozt =¥l
Z?:l Igi,no—Change - y¢|
Here y; denotes the household’s answer, §J; the model’s prediction, and %; no-change that of the
no-change baseline of Section [3.1] over the n samples of the task. A value below 1.0 beats the
no-change baseline. The tasks of the benchmark come on different numerical scales, and ReIMAE
is a natural way to normalize across them.

* Categorical targets use macro-Fp, which computes an F score for each outcome category and
averages these scores with equal weight. This matters when some outcomes are much less common
than others.

* Probability targets use mean total variation (TV) distance between the predicted probability vector
p; and the household’s own p; over the target’s B bins:

VLS S
- 5 Piv — Pib|-
1:12 b=1

It is 0 when the two probability vectors agree perfectly, and 1 when they put their mass on disjoint
bins, with no overlap at all.

3

To obtain a unified score for each model that represents its performance on HouseholdBench, we
report the average rank across all 32 tasks. Lower average ranks indicate better performance. Since
we only evaluate models on relatively small fractions of our full testing samples, we assess sampling
variation in all our final results and measures using a standard i.i.d. bootstrapping procedure (10,000
bootstrap samples for each task), paired across models.

4 RESULTS AND DISCUSSION

4.1 MAIN RESULTS

Most LLMs outperform the no-change baseline on numerical and categorical prediction, but
not probability prediction. Table [3|reports the pre-cutoff leaderboard, where we rank the models by
their average rank over the five topics. Most LLMs are better than the no-change baseline, which
ranks 13th. Among the LLMs, Fable 5.1 achieves the strongest overall LLM performance, with a
ReIMAE of 0.878 and a macro-F1 of 0.413. The proprietary models also rank above the open-weight
models: the best open-weight model (Qwen3.6-27B) only ranks 9th.

For probability tasks, no model improves on the no-change baseline. This is due to models underesti-
mating the persistence of beliefs. On the four baseline probability tasks, 26.9% of target probability
vectors exactly repeat the previous household report. Appendix Figure [DI] separates performance on
changed and unchanged reports. For GPT-5.6 sol and Claude Opus 5, gains on changed reports are
more than offset by errors on unchanged reports.

Leading LLMs also improve over the no-change prediction on policy-response tasks. Figure 2]
considers performance improvements over the no-change model separately for baseline and policy-
response tasks. Fable 5.1, Claude Opus 5, and GPT-5.6 sol reduce numeric error by 13.6%, 9.5%,
and 8.7% on policy-response tasks, even without task-specific training. Their baseline-task gains are
10.5%, 9.6%, and 9.4%, respectively. These results illustrate the flexibility of LLMs in predicting
household responses to policy changes.
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Average rank within topic Average score by target type

Rank Model Consumption Housing Income Labor Macroeconomic Averagerank RelMAE | Macro-F11t TV ]

#=9) #=5) #=5) #=10) #=3) #=18) #=9) #=5)

23 5.8 2.6 4.4 2.0 34 0.811 0.432 0.141

1 XGBoost 0.6) (1.0) (0.8) ©.7) (0.8) (0.4) 0.011) (0.014) (0.004)
e 6.0 T 44 24742 T 2077738 0878 04137 0.139°

2 Fable5.1 (0.5) 0.8) (0.9) (0.6) (0.9) (0.3) (0.013) (0.013) (0.005)

5.3 52 6.2 4.8 6.0 3.5 0.910 0.399 0.139

3  GPT-5.6 sol 0.5) ©.7) (1.0) 0.5) 0.7) (0.3) (0.013) 0.011) (0.005)

44 8.6 4.6 6.4 5.0 5.8 0.915 0.369 0.139

4 GPT-6 astra (0.4) ©.7) ©0.7) 0.4) (0.8) 0.3) 0.014) (0.006) (0.005)

4.7 72 5.4 52 8.7 6.2 0.905 0.406 0.144

5 Claude Opus 5 (0.4) ©0.7) (1.0) 0.6) (1.0) 0.3) 0.014) 0.013) (0.005)

5.4 6.4 6.8 54 8.7 6.5 0919 0.402 0.146

6  Claude Opus 4.8 (0.5) 0.8) (0.8) 0.5) 0.9) 0.3) 0.014) (0.009) (0.005)

7.2 74 8.4 6.9 6.3 7.3 0.950 0.385 0.147

7 GPT-5.6 terra (0.6) 0.8) 0.9) ©.5) (©0.8) 0.3) 0.013) 0.011) (0.005)

83 7.4 6.8 8.8 9.0 8.1 0.934 0.361 0.148

8  Claude Sonnet 5 (0.6) 0.9) (0.8) 0.5) 0.9) 0.3) 0.014) (0.008) (0.005)

10.4 6.6 8.8 6.6 9.3 8.4 1.007 0.385 0.148

9 Qwen3.6-27B 0.5) (1.0) 0.9) 0.5) (1.0) (0.4) (0.019) 0.011) (0.005)

9.0 5.8 10.6 7.8 9.0 8.4 1.001 0.381 0.143

10 GPT-5.6 luna (0.6) (1.0) (0.8) 0.6) ©0.7) 0.3) 0.018) 0.012) (0.005)

9.6 10.8 7.6 8.7 7.3 8.8 1.002 0.375 0.151

11 DeepSeek-V4-Pro 0.7) (1.1) 0.9) 0.6) (0.8) (0.4) 0.017) 0.011) (0.005)

10.4 11.8 10.0 7.8 8.7 9.7 0.995 0.363 0.151

12 DeepSeek-V4-Flash (0.6) 0.9) 0.9) 0.5) (1.0) (0.4) (0.019) 0.010) (0.005)

114 6.8 12.8 7.9 10.3 9.9 1.000 0.315 0.139

13 No-change baseline 0.5) (0.8) (0.5) 0.4) (0.4) 0.2) (0.000) (0.003) (0.005)

104 11.2 12.2 9.1 13.0 11.2 0.995 0.365 0.174

14 Qwen3.6-35B-A3B 0.5) (1.0) 0.8) 0.6) 0.6) 0.3) (0.016) 0.011) (0.006)

14.9 122 14.8 10.7 14.7 135 1.304 0.346 0.229

15 Qwen3.5-4B 0.3) (1.0) 0.1) (0.5) 0.2) 0.2) (0.033) (0.012) (0.008)

Table 3: Average rank by topic and average score by target type, pre-cutoff test split. Best LLM in
bold, second best underlined. Ranks are taken over the models shown. Brackets report bootstrap SEs.

Numeric: Categorical: Distribution:
RelIMAE () macro-F1 (1) TV (])
XGBoost 1 I ) 1 E -
Claude Fable 5.1 1 b E jp S
GPT-5.6 sol 1 - -

GPT-6 astra q

Claude Opus 5 1
Claude Opus 4.8 1
GPT-5.6 terra
Claude Sonnet 5 q
Qwen3.6-27B A
GPT-5.6 luna
DeepSeek-V4-Pro q
DeepSeek-V4-Flash 1
Qwen3.6-35B-A3B A
Qwen3.5-4B 1 PSS ! 1

50% 25% 0% 25% 0%  40%  80%  100%  50% 0%

Performance relative to no-change (%)

Ii.i.i:

Baseline: === Better === Worse Policy: @zz Better @z Worse

Figure 2: Model performance relative to the no-change benchmark on baseline and policy-response
tasks. Solid bars report mean scores for baseline tasks, while hatched bars report mean scores for
policy-response tasks. Whiskers are pointwise 95% basic IID bootstrap intervals.

Widespread across tasks, LLMs do not outperform XGBoost models trained per task, but Fable
5.11is close; other proprietary models perform well, and open-weight models lag. XGBoost ranks
first on the leaderboard with an average rank of 3.4, against 3.8 for Fable 5.1, and their bootstrap
intervals overlap. The two are closest on the categorical and probability tasks, where their intervals
overlap: 0.413 against 0.432 in macro-F1, and 0.139 against 0.141 in TV, with Fable 5.1 marginally
ahead. XGBoost keeps its lead on the numeric tasks, 0.811 against 0.878. This suggests that the
strongest proprietary LLM, without any task-specific training, can predict household behavior nearly
as accurately as an XGBoost model trained on each task. Open-weight models perform less well,
occupying the bottom ranks of the leaderboard. These results are widespread across tasks.
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underestimates overestimates Task Ground Claude GPT-6 GPT-5.6
cons_sce_shock (P) - I= ** (majority class) truth  Fable 5.1 astra sol  XGBoost
labor_psid_addedworker (P) . b oo
income_cps_displace (P) woo Jo labor-cps.retire (B)
labor_sce reswage (P) = oo (not retired)
nacro_nich outlook (B) b= 1abr.cps.séparation” (B)
cons_cex_categories (B) LS (still loyed)
house_sce_financing (P) =] \suit employed) ...
income_psid_earnings (B) o house.psid_omer (B)
cons_cex_sspay (P) - oo (still renting)
macro_sce_revision (P) ® oo o laborsceoffer (B)°~ 77T T orrmTar e
cons_cex_rebate0l (P) soohp ¢ (rejected the offer)
cons cex stimulus08 (P) » wmfo Dt ) I S
_cex_stin _cpsui (P)
cons_psid_jobloss (P) - |- il lov
cons_sce_growth (B) wo o oo }(IS” L unemp! O)Lg)) ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
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Figure 3: LLMs exhibit systematic bias in predicting household behavior. Left. LLMs consistently
overestimate household behavior on some tasks and underestimate it on others. Right. LLMs
overpredict the majority class on categorical tasks. Bold means that a model predicts the majority
class more often than the ground truth. (B) and (P) denote baseline and policy-response tasks.

LLMs’ performance on HouseholdBench does not drop after or close to their knowledge cutoff.
Panels (a) and (b) of Appendix Figure[D2]compare model performance on the matched pre-cutoff and
post-cutoff task samples. Across all tasks, we do not see large systematic changes in performance
for tasks with numerical targets, suggesting limited look-ahead bias from pre-training. This may
reflect the lower likelihood that pre-training data contain individual household outcomes. Appendix
Figure D3] performs an additional analysis, looking at average performance over time for a subset
of tasks where we have a long sample period. Again, we do not see any systematic degradation of
performance as we approach knowledge cutoffs either.

4.2 LLMS’ BIAS ON PREDICTING HOUSEHOLD BEHAVIOR

Although leading frontier LLMs predict household behavior well overall, they exhibit systematic
biases.

LLMs systematically overestimate household outcomes on some tasks and underestimate them
on others. Figure 3| (left) reports each LLM’s relative mean error on the 18 numeric tasks, which
is ReIMAE with the signed error §; — ¥; in the numerator. Overestimation is largest on policy-
response tasks, where the LLMs predict stronger responses than households report. For example,
cons_sce_shock asks what share of a hypothetical permanent 10% income gain the household
would spend or donate. The median household answers 5%, while the three frontier LLMs (Fable 5.1,
GPT-5.6 sol, and GPT-6 astra) predict 30% to 40%.

On categorical prediction tasks, LLMs predict the most common outcome of a household
decision more often than households choose it. Figure 3] (right) shows that the three frontier LLMs
over-predict the majority class, usually the status quo. The gap is largest on labor_cps_jobfind
and labor_cps_ui, which predict the next-month labor-force status of unemployed workers. On
labor_cps-jobfind, only half of the workers remain unemployed, but the LLMs predict this for
94% to 100% of them. The LLMs also miss every worker who leaves the labor force on both tasks.
Among the three models, GPT-6 astra shows this pattern most strongly: it predicts the majority class
for every data point on 5 of the 9 categorical tasks. These biases suggest that more progress is needed
before LLMs are fully reliable as simulations of household behavior.

5 IMPROVING LLMS’ PREDICTIVE POWER

We have found that open-weight models lag proprietary models for predicting household behavior.
This section presents a method that enables a small open-weight model to match leading proprietary
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Baseline tasks (seen in fine-tuning) Policy-response tasks (held out)
Model K ReIMAE | Macro-F1 1 TV ] ReIMAE | Macro-F1 1 TV ]
#=8) #=06) #=4) (#=10) #=3) #=1)
ceveeeeenn XGBoOSE Lo 084 .. 046 ... 015 1...07 . 036 ... 012 .

Reference GPT-6 astra 1 0.89 0.39 0.15 0.94 0.32 0.11
Claude Opus 5 1 0.90 0.47 0.15 091 0.28 0.13
Fable 5.1 1 0.89 0.44 0.15 0.86 0.35 0.11
Qwen3.5-4B 1 1.14 0.39 0.25 1.43 0.25 0.15

SFT + SFT 1 1.00 (—0.14) 0.45 (4-0.06) 0.16 (—0.09) 1.30 (—0.14) 0.33 (40.08) 0.17 (40.01)
Qwen3.6-27B 1 0.96 0.45 0.16 1.04 0.26 0.12

+ SFT 1 1.00 (+0.03)  0.46 (+0.01)  0.16 (+0.01) 1.18 (+0.14)  0.30 (+0.04)  0.15 (+0.04)
Qwen3.5-4B 16 1.11 0.38 0.24 1.31 0.24 0.15

SFT + SFT 16  0.87 (-024) 0.42 (+0.05  0.15 (—0.09) 1.13 (—=0.18)  0.31 (+0.06)  0.16 (+0.01)
+aggregation  Qwen3.6-27B 16 0.95 0.43 0.15 1.01 0.25 0.12

+ SFT 16 0.87 (—0.08) 0.44 (+0.01)  0.15 (—0.01) 1.03 (+0.02) 0.27 (+0.02)  0.14 (+0.02)

Table 4: Results of SFT. The K column is the number of aggregated predictions. Best among the
language models in bold, second best underlined. XGBoost is refitted on each task it is scored on, so
its policy-response scores are not held out.

LLMs. In particular, we show that combining supervised fine-tuning on household behavior data with
aggregation over draws can close the gap.

5.1 FINE-TUNING SETUP

To test the hypothesis that fine-tuning an LLM on household training data could improve its perfor-
mance on HouseholdBench, we use supervised fine-tuning (SFT), which is commonly used to adapt a
general-purpose language model to a specific domain (Wei et al., 2022; Li et al., |2025)). We fine-tune
models on the training split of the 18 baseline tasks. For each task, we sample at most 6,000 data
points from its training split, stratified by quarters. The training set contains 100,702 data points.
We fine-tune two widely-used open-weight LLMs, Qwen3.5-4B and Qwen3.6-27B, with LoRA (Hu
et al.,[2022)) for one epoch.

We do not fine tune on the policy response tasks, and instead treat them as a hold out sample, which
allows us to test whether fine-tuning on baseline tasks generalizes to policy-response tasks. This step
is important because data for policy response tasks is often sparse. Moreover often policymakers
contemplate new policies, for which there is no existing data—say, a new form of unemployment
insurance. One would like the LLM to make good predictions even for these kinds of policies.

5.2 FINE-TUNING RESULTS

We fine-tune the two models with the data and configuration described above. We also aggregate
K = 16 draws per model by averaging numerical and probability predictions and taking majority
votes for categorical predictions. Table 4] shows the main results.

First, SFT improves Qwen3.5-4B on all three types of prediction tasks, and the gains generalize to
the unseen policy-response tasks. On the baseline tasks, SFT improves Qwen3.5-4B’s ReIMAE by
13%, macro-F by 15%, and TV by 34%. The gains generalize to the unseen policy-response tasks,
where ReIMAE improves by 10% and macro-F; by 30%. Qwen3.6-27B’s results are more mixed:
SFT improves its macro-F} but worsens its R]IMAE and TV. This suggests that a model that already
performs well on HouseholdBench may not always benefit from additional fine-tuning.

Second, the fine-tuned models with prediction aggregation can beat the best LLMs on numeric
tasks. We find that the fine-tuned models perform better with prediction aggregation. On the numeric
baseline tasks, aggregating K = 16 draws lowers the backbone models’ ReIMAE by only 3%
(Qwen3.5-4B) and 1% (Qwen3.6-27B), but the fine-tuned models’ by 10% to 13%. With aggregation,
the fine-tuned Qwen3.5-4B reaches the best performance on numerical and probability prediction
tasks on the baseline tasks, outperforming Fable 5.1. We also note that aggregating for proprietary
models does not improve their performance (Appendix[F.I). In addition to SFT, we explore fine-tuning
with a number-token loss (Zausinger et al., |2025) and report the results in Appendix
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6 CONCLUSION

We introduce HouseholdBench, a benchmark that evaluates LLM predictions of household outcomes
and beliefs across five areas of economic behavior. Our evaluation shows that LLMs still do not
outperform XGBoost overall, although Fable 5.1 comes close. With fine-tuning and aggregation of 16
predictions, small open-weight models outperform leading frontier LLMs evaluated on numeric base-
line tasks. By testing these capabilities against household survey data, we provide a comprehensive
way to assess LLMs as predictors of household behavior.
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A RELATED WORK

In the main text and Table [2] we focus on a few representative studies from the rapidly growing
literature that evaluates or fine-tunes LLMs using household survey microdata, but there are others
that deserve discussion. Within the topics covered by HouseholdBench, further evaluations use
PSID data to predict wages and homeownership (Gao et al.,|2026)), SOEP data to reconstruct held-
out survey answers (Kinzinger & Hartmann, |2026), and SHARE data to predict retirement-related
attitudes (Garzon et al.| [2026)). Other studies fine-tune LLMs to predict pension enrollment in Chinese
household surveys (Li et al., [2026)), or combine individual model adaptation with longitudinal
life histories to predict survey responses (Wang et al., 2026)). The expectations literature includes
comparisons with UK inflation beliefs (Anesti et al., [2025), Italian household expectations and
responses to information (Park] [2025)), and human survey responses to hypothetical macroeconomic
shocks and housing information (Lin et al.l [2026)). [Liu et al,| (2026) compare LLM spending
expectations and job-acceptance intentions with Survey of Consumer Expectations responses before
using the agents in an economic simulation. Related survey-based evaluations also examine decisions
outside our specific tasks, including investment perceptions (Fedyk et al.,[2024), product choices and
willingness to pay (Brand et al.,2026), and electric-vehicle preferences and responses to information
(Namikoshi et al., [2024). These studies provide valuable evidence within particular economic
domains, but, as we argued in the main text, HouseholdBench provides a more systematic and
comprehensive evaluation of LLMs across a broad set of economic outcomes and settings. Also,
policy-response evaluations in the cited studies are limited to stated responses to information or
hypothetical scenarios, while HouseholdBench additionally evaluates predictions against realized
household outcomes after real economic events.

HouseholdBench also sits within a broader literature simulating human behavior with LLMs. LLMs
can simulate results from social science experiments (Filippas et al., 2024} |/Ashokkumar et al., [2026)
and approximate the survey response distributions of demographic subgroups when conditioned
on respondent demographics (Argyle et al.| | 2022). Yet these simulations remain inaccurate: LLM
opinions stay misaligned with those of demographic groups even after steering (Santurkar et al.|
2023)), synthetic responses vary less than real ones (Bisbee et al.||2024), and predictions for specific
individuals correlate weakly with their actual responses (Peng et al.,2026)). Fine-tuning on human
behavioral data can narrow this gap. For example, |Binz et al.|(2025)) fine-tune an LLM on choices
from 160 psychology experiments and outperform traditional cognitive models. Kolluri et al.| (2025)
fine-tune on responses from social science experiments, Xie et al.|(2025) on economic games and
personality surveys, and|Suh et al.| (2025) on public opinion surveys to predict response distributions
across demographic subgroups. HouseholdBench extends this broader literature to fine-tune LLMs
with household economic decisions.

B DATA SOURCES

This appendix describes each survey and the preparation of the common data files used to construct
HouseholdBench tasks.

B.1 CONSUMER EXPENDITURE SURVEY: DIARY SURVEY

Additional Information. The U.S. Bureau of Labor Statistics designs and publishes the Consumer
Expenditure Surveys, which the U.S. Census Bureau administers. The current continuous program
began in 1980. In the Diary Survey, each sampled consumer unit records all expenditures for
two consecutive weeks. The survey focuses on frequent purchases and also records demographic
characteristics, income, and benefit receipt. A recent annual sample selects roughly 18,000 addresses
and yields about 6,700 usable pairs of diaries (U.S. Bureau of Labor Statistics}, 2022 |U.S. Census
Bureaul [2026b). BLS publishes the public-use files annually. Exact historical posting dates are
unavailable for the years used here. We assign each release to March 31 of the following year.

Downloading and Cleaning the Data. We download the 1982-1989 fixed-width files from ICPSR
and the 1990-2011 comma-delimited files from BLS (Inter-university Consortium for Political and
Social Researchl 2026} |U.S. Bureau of Labor Statistics, [2026a). We combine the consumer-unit,
individual, diary-week, and expenditure files. We use the accompanying documentation to harmonize
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identifiers, demographics, resources, benefit receipt, diary dates, and expenditure categories across
releases. We assign each expenditure to its recorded date and sum expenditures within consumer unit,
date, and category. We add days with no expenditure so that each valid diary week contains seven
rows. We leave the date and daily expenditures missing when the source date cannot be recovered.
For the Social Security task, we reproduce the recipient and expenditure definitions in |Stephens
(2003). The cleaned file contains 2,720,802 consumer-unit-day rows for 205,003 consumer units,
with each consumer unit contributing either seven or fourteen rows.

B.2 CONSUMER EXPENDITURE SURVEY: INTERVIEW SURVEY

Additional Information. The Interview Survey is the second component of the Consumer Expen-
diture Surveys. It follows sampled addresses quarterly and generally interviews a consumer unit four
times. Interviews record large and regularly incurred expenditures over the preceding three months.
They also record household composition, employment, income, assets, and liabilities. The current
design contacts roughly 13,000 addresses and obtains about 5,000 usable interviews per quarter (U.S|
Bureau of Labor Statistics, [2022; |U.S. Census Bureau, [2026b)). BLS publishes annual public-use
packages. We use official release dates for 2015-2024. Exact posting dates are unavailable for
1980-2014, so we assign those releases to March 31 of the following year.

Downloading and Cleaning the Data. We download the BLS annual public-use packages for 1980,
1981, and 1984-2024 (U.S. Bureau of Labor Statistics, 2026a). We take the FMLI consumer-unit
summary files and construct one row per interview. Annual packages overlap, so some interviews
appear twice. We identify an interview by NEWID, year, and month and keep the copy from the
later package. We harmonize demographic, geographic, income, and expenditure fields across
questionnaire changes. We create separate household identifiers for each survey design because raw
identifiers can repeat after a redesign. We calculate quarterly expenditure as the sum of its three
monthly components. Before-tax income covers the preceding twelve months. The cleaned file
contains 1,040,182 consumer-unit interviews. These interviews form 375,509 linked series, each
containing one to four quarterly interviews.

B.3 CURRENT POPULATION SURVEY: BASIC MONTHLY SURVEY

Additional Information. The U.S. Census Bureau conducts the Current Population Survey for
the U.S. Bureau of Labor Statistics. It has run monthly since 1940 and represents the civilian
noninstitutional population. The current design includes about 62,000 eligible housing units and
54,000 completed interviews each month. These interviews describe roughly 105,000 people aged 16
or older (U.S. Bureau of Labor Statistics} [2026cid)). The Basic Monthly Survey records household
composition, demographics, employment, unemployment, and labor-force participation. Households
enter for four months, leave for eight months, and return for four months. Public-use files are usually
available 3045 days after collection ends (U.S. Census Bureau, [2026c). We use exact Census release
dates from January 2020 onward. For earlier months, we use 30 days after the Saturday ending the
interview week that contains the nineteenth of the month.

Downloading and Cleaning the Data. We download one IPUMS CPS Version 13.0 extract and its
codebook (Flood et al.| [2025)). We interpret each variable as specified in the codebook. We recode
documented missing and not-in-universe values as missing and record whether each variable exists in
each month. We add a release date for every survey month. For longitudinal tasks, we link records
only when CPSIDP is positive and unique in both months. We require the records to occupy the
expected positions in the survey rotation and to report consistent sex, race, and age. The cleaned
Basic file contains 79,330,448 person-month rows from January 1976 through June 2026. A person
can appear in as many as eight monthly interviews under the 4-8-4 design.

B.4 CURRENT POPULATION SURVEY: DISPLACED WORKER SUPPLEMENT

Additional Information. The Census Bureau administers the Displaced Worker Supplement for
BLS to CPS respondents aged 20 or older. It has generally run every two years, in January or
February, since 1984. The supplement records involuntary job loss, the lost job, unemployment,
benefits, relocation, subsequent work, current earnings, and health insurance. Its recall window
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covered five years in 1984—1992 and three years from 1994 onward. Since 1998, it has excluded
self-employed workers and workers expecting recall (IPUMS CPS|[2026;|U.S. Census Bureau, 2024al).
DWS files are published separately from Basic CPS files. We use the concurrent Basic release date
when an exact DWS date is unavailable (U.S. Census Bureau, 2024b)).

Downloading and Cleaning the Data. We obtain the DWS variables in the same IPUMS CPS
extract used for the Basic survey (Flood et al., 2025)). We apply the same definitions of missing values
and the same release dates. The cleaned file contains 1,840,305 person-wave records with a DWS
status across 21 supplements from 1984 through 2024. Each person identifier appears once in these
data. Of these records, 95,904 identify a displaced worker.

B.5 UNIVERSITY OF MICHIGAN SURVEYS OF CONSUMERS

Additional Information. The University of Michigan Survey Research Center has conducted the
Surveys of Consumers since 1946. The monthly survey covers the contiguous United States and
the District of Columbia. It records household finances, buying conditions, and expectations about
inflation, unemployment, interest rates, and business conditions. The final sample for each month
now contains about 1,000 households. Each month combines new respondents with repeat interviews
about six and twelve months after the first interview (University of Michigan, Survey Research
Center, |2026b)). Public respondent files generally appear four weeks after the final monthly release
(University of Michigan, Survey Research Center, [2026a). From 1991 onward, we use the final
release date plus 28 days. For earlier months, we use the last day of the survey month because the
official release table does not cover those years.

Downloading and Cleaning the Data. We download the Cross-Section Archive data file, Stata
dictionary, and codebook (University of Michigan, Survey Research Center, [2026b)). We use the
dictionary and codebook to assign variable labels, value labels, and missing values. We apply the
historical revisions supplied with the archive. We link repeat interviews using the identifiers for the
interviews about six and twelve months earlier. The cleaned file contains 342,345 respondent-month
rows from January 1978 through February 2026. These rows form 217,641 linked respondent panels
with one, two, or three interviews.

B.6 SURVEY OF CONSUMER EXPECTATIONS

Additional Information. The Federal Reserve Bank of New York has conducted the Survey of
Consumer Expectations monthly since June 2013. This internet panel follows roughly 1,200-1,300
adult household heads for as long as twelve months. It records probabilistic expectations about
inflation, labor markets, income, spending, credit, housing, and household finances. Topical modules
cover related subjects (Armantier et al., 2017; Federal Reserve Bank of New Yorkl, 2026b). Micro-
data is released with a nine-month lag for Core and Credit Access data, and an 18-month lag for
Household Spending, Public Policy, Housing, and Labor Market data. The New York Fed does not
list separate lags for Household Finance, Informal Work, or Job Search, so we use nine months
for those modules. The Public Policy workbook available on May 27, 2026 contained April 2025
samples, despite the stated 18-month lag, so we therefore use nine months for Public Policy as well.

Downloading and Cleaning the Data. We download the Core and topical workbooks from the
New York Fed Data Bank (Federal Reserve Bank of New York}|2026a). We import each workbook
separately and use common names and formats for respondent identifiers, dates, weights, and variable
labels. The Core file contains 186,660 respondent-month rows for 24,592 respondent identifiers. The
median respondent appears in nine months. Although the stated panel duration is twelve months,
774 respondent identifiers appear in more than twelve months and the observed maximum is sixteen.
The eight topical files contain between 6,809 and 38,105 rows each. We recover the February 2014
home-financing experiment, which is not included in the standard release, from the replication
package of |[Fuster & Zafar| (2021} [2022).
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B.7 PANEL STUDY OF INCOME DYNAMICS

Additional Information. The University of Michigan Survey Research Center began the Panel
Study of Income Dynamics in 1968. Its initial nationally representative sample included more than
18,000 people in about 5,000 families. The survey follows original sample families, their descendants,
and later immigrant refresher samples. One adult generally answers the family interview. The
survey covers employment, income, wealth, expenditure, health, education, and family structure.
Interviews were annual through 1997 and have been biennial since 1999. PSID does not follow a
fixed publication lag, so we use December 31 of the survey year for waves through 2019. The 2021
wave is dated June 30, 2023, the month of the official user guide.

Downloading and Cleaning the Data. We rely on PSID-SHELF (Pfeffer et al., [2025} [Daumler
et al.,|2025)), an unofficial harmonization effort that covers 42 waves through 2021 and was published
on February 24, 2025. We download the long person-wave PSID-SHELF file and the Complete Main
Study file from its V2 release. We standardize variable names, sample status, family roles, survey
years, income years, occupations, value labels, and release dates. We also select 306 fields from the
raw Complete Main Study file (also provided in the release) to add to PSID-SHELF, covering spouse
roles, annual hours, food expenditure, and reasons for job endings. The final file contains 3,533,082
person-wave rows for 84,121 permanent person identifiers and 42 survey waves. It contains one row
for every person and wave, including years when the person was not interviewed or was not active in
the sample.

B.8 U.S. DECENNIAL CENSUS

Additional Information. The Census Bureau has conducted a national population census every ten
years since 1790. Sampling for the detailed long form began in 1940 and ended after 2000, when the
American Community Survey replaced it. The 2000 long form contained 52 questions and went to
about one in six households. It covered demographics, education, employment, income, migration,
and housing (U.S. Census Bureau, 2026d3a). We use two IPUMS USA 1-percent samples: 1990 and
2000 (Ruggles et al., 20255 [IPUMS USAL2026). We use December 31 of each census year as the
release date because a consistent set of exact dates is unavailable.

Downloading and Cleaning the Data. We download the six samples in one IPUMS USA Version
16.0 Stata extract with its codebook (Ruggles et al.| [2025]). We retain the six sample codes and
apply the IPUMS definitions of missing values. We keep the two 1970 forms separate because they
asked different questions. We harmonize migration variables across years and identify topcoded and
censored income values. The cleaned file contains 13,445,846 person rows across six independent
cross-sections. Each person appears once in a given cross-section.

B.9 ADDITIONAL DATA SOURCES

National Macroeconomic and Financial Series. We construct the quarterly national variables
from the July 2026 FRED-QD file (McCracken & Ng| 2021} [Federal Reserve Bank of St. Louis|
2026). We use real GDP, unemployment, all-items CPI, the federal funds rate, house prices, the S&P
500, and the 30-year mortgage rate. The corresponding FRED-QD columns are GDPC1, UNRATE,
CPIAUCSL, FEDFUNDS, USSTHPI, S&P 500, and MORTGAGE30US. For each survey sample, we
use only quarters completed before the survey date. We include the preceding four quarterly values
and one five-year summary. We calculate quarterly percentage changes and 20-quarter compound
growth for quantities and prices. Rate variables enter as quarterly levels and 20-quarter averages.
These series include revisions present in the July 2026 file. They are not historical vintages available
on each survey date.

Price and State Macroeconomic Series. We download monthly all-items CPI-U and the eight
major-group indexes from BLS (U.S. Bureau of Labor Statistics, |2026b). The groups cover food and
beverages, housing, apparel, transportation, medical care, recreation, education and communication,
and other goods and services. We average the monthly indexes within each quarter and calculate
quarterly percentage changes. For the Census migration task, we also use three additional sources:
annual state unemployment from BLS Local Area Unemployment Statistics (U.S. Bureau of Labor
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Statistics), [2026e)), from which we use the unadjusted M 13 annual average; state and national per-
capita personal income from BEA SAINCI line 3, where we calculate annual growth (U.S. Bureau of
Economic Analysis|, [2026); and the FHFA traditional all-transactions quarterly house-price index for
each state and the nation (Federal Housing Finance Agencyl, 2026)), which we average within year to
calculate annual growth.

C XGB0OOST MODELS

Specification. All models are estimated in Python 3.13.5 using XGBoost 3.3.0 (Chen & Guestrin,
2016). For each task, the model receives the same predictor variables represented in the household
profile supplied to the language models. We adopt the pre-tuned parameter values proposed by
Holzmiiller et al.[(2024) and select the number of boosting rounds using the relevant HouseholdBench
evaluation metric. Training stops after 300 consecutive rounds without improvement. Predictions use
the iteration with the best validation criterion; the model is not subsequently refit on the combined
training and validation samples. We think this specification balances performance and training cost in
terms of time and compute. Experiments with package-default parameters and no early stopping were
dominated by this specification, while full random search over hyperparameter values yielded small
performance gains, on the order of 1 to 2%, and increased training time by a factor of 8. Results are
available on request.

Hyperparameter values. Here are the exact settings for each target type:

Numeric targets. We train one regression for each outcome with the following parameter values: at
most 1,000 trees, learning rate 0.05, maximum depth 9, row sampling 0.70, full column sampling,
minimum child weight 2, and zero L1, L2, and split-gain penalties. The loss criterion option is
reg:absoluteerror. Direct early stopping minimizes validation mean absolute error.

Categorical targets. We train one classifier for each outcome, with the following parameter values: at
most 1,000 trees, learning rate 0.08, maximum depth 6, row sampling 0.65, column sampling by level
0.90, minimum child weight 0.000005, and the same zero penalties. Binary models use binary:
logistic; multiclass models use multi: softprob. Class predictions select the category with
the highest predicted probability. Early stopping in the literature-informed specification minimizes
one minus Macro-F1, calculated over the complete set of categories defined for the task.

Probability targets. We train one regression for each entry of the probability vector with the following
parameter values: at most 2,000 trees, learning rate 0.05, maximum depth 9, row sampling 0.70,
full column sampling, minimum child weight 2, and zero L1, L2, and split-gain penalties. The loss
criterion option is reg:absoluteerror. A binary distribution is estimated through its event
probability, with the complement restored during reconstruction. For distributions with more than
two outcomes, XGBoost trains one tree per output probability (one_output_per_tree) and then
predictions are projected onto the unit simplex. Early stopping minimizes validation total-variation
distance after projection.

Training samples. For each task, we use at most 400,000 training rows and 50,000 validation rows.
Tasks with less data use all of theirs. Across the 32 tasks, the training split holds 3,544,247 rows and
the validation split 447,819.
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D ADDITIONAL RESULTS AND DISCUSSION

D.1 PERSISTENCE IN HOUSEHOLD PROBABILITY REPORTS

house_sce_move: Probability of moving within 12 months

Unchanged Changed Overall
(n=175) (n=125) (n=200)
XGBoost 1
GPT-5.6 sol 1
Claude Opus 5 1
Claude Opus 4.8
GPT-5.6 terra
Claude Sonnet 5 A
Qwen3.6-27B 1
GPT-5.6 luna 1
DeepSeek-V4-Pro 1
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labor_sce_risk: Probability of losing the current job within 12 months
Unchanged Changed Overall
(n=83) (n=117) (n=200)
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labor_sce_risk: Probability of voluntarily leaving work within 12 months

Unchanged Changed Overall
(n=63) (n=137) (n=200)

XGBoost 1

GPT-5.6 sol A
Claude Opus 5 1
Claude Opus 4.8 -
GPT-5.6 terra 1
Claude Sonnet5 1
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Figure D1: Difference in mean total variation by target, separately for unchanged, changed and all
target probability vectors. Bars show TV (model) — TV (no-change) on the same valid observations,
without division. Negative values favor the model; zero denotes equal performance. Each row
reports one target; multi-target tasks are not pooled. The figure shows twelve prediction models
using pre-cutoff valid responses; the no-change row is omitted. Facet titles count evaluation rows
for that target before excluding invalid model responses. Unchanged and Changed partition those
rows. Green denotes a negative difference, red a positive difference and grey a tie. Black bars are
95% basic paired IID bootstrap intervals for the difference, resampling rows within task and omitting
draws without a valid subgroup observation. Each target uses one scale across its three panels; scales
differ across targets. Continued on the next page.
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labor_sce_risk: Probability of finding acceptable work within 3 months after job loss

Unchanged Changed Overall
(n=58) (n=142) (n=200)
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labor_sce_search: Probability of finding acceptable work within 12 months

Unchanged Changed Overall
(n=43) (n=157) (n=200)

XGBoost A

GPT-5.6 sol A
Claude Opus 5 1
Claude Opus 4.8 -
GPT-5.6 terra 1
Claude Sonnet 5 A
Qwen3.6-27B 1
GPT-5.6 luna 1
DeepSeek-V4-Pro 1
DeepSeek-V4-Flash 1
Qwen3.6-35B-A3B A —
Qwen3.5-4B A p—

030 020 0.10 0.00 0.l30 ().l20 ().IIO 0.00 (J.l30 0.l20 O.IIO 0.00

H-T"I'-!-ﬂ

IITT'r

labor_sce_search: Probability of finding acceptable work within 3 months

Unchanged Changed Overall
(n=39) (n=161) (n=200)
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Claude Opus 5 1
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Figure D1: Difference in mean total variation by target (continued). The model set, sample definitions
and interval construction are the same as on the first page. Continued on the next page.
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macro_sce_uncertainty: Inflation distribution over the next 12 months

Unchanged Changed Overall
(n=24) (n=176) (n=200)
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macro_sce_uncertainty: Inflation distribution over the 12-month period 2-3 years ahead
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(n=24) (n=176) (n=200)
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macro_sce_uncertainty: Probability of higher unemployment in 12 months

Unchanged Changed Overall
(n=47) (n=153) (n=200)
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Figure D1: Difference in mean total variation by target (continued). The model set, sample definitions
and interval construction are the same as on the first page. Continued on the next page.
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macro_sce_uncertainty: Probability of higher savings interest rates in 12 months

Unchanged Changed Overall
(n=31) (n=169) (n=200)
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macro_sce_uncertainty: Probability of higher stock prices in 12 months
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house_sce_lockin: 3-year moving probability with the current mortgage rate
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Figure D1: Difference in mean total variation by target (continued). Solid bars denote baseline tasks
and hatched bars denote the policy task. Each model and its no-change comparator use the same valid
observations in both the point estimate and every bootstrap draw.
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D.2 BENCHMARK RESULTS

(a) Full post-cutoff sample

Numeric: Categorical: Distribution:
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Figure D2: Mean performance before and after the cutoff. Panel (a) compares matched pre-cutoff
and post-cutoff task samples for the main-leaderboard models evaluated in both samples, excluding
the no-change baseline. Panel (b) compares pre-cutoff performance with performance on the 454
rows across nine tasks released on or after 1 July 2026, the first release wave after Claude Fable 5.1°s
June 2026 knowledge cutoff; its pre-cutoff sample covers the same nine tasks. Models follow the
main-leaderboard order. Solid bars report equal-task means of the raw task metric in each panel’s
pre-cutoff sample; hatched bars report the corresponding later-sample means. Whiskers are pointwise
95% basic 1ID bootstrap intervals. The ReIMAE and total-variation axes are reversed because lower
values indicate better performance.
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D.3 PERFORMANCE OVER TIME
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Figure D3: Model performance over outcome-release time for the main-leaderboard models. The
legend follows the main-leaderboard order. Vertical bars are pointwise 95% basic IID bootstrap
intervals.
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E FINE-TUNING WITH A NUMBER-TOKEN LOSS

Besides supervised fine-tuning (Section , we test SFT with a number-token loss (SFT w/
NTL) (Zausinger et al., [2025). Our motivation is that two of our three target types (numeric and
probability prediction) ask the model to predict numbers, and that SFT performs suboptimally on
numerical prediction. The intuition is that the cross-entropy loss used in SFT treats the digit tokens as
unordered labels and cannot express the closeness of predicted numbers. Motivated by this, |Zausinger
et al.| (2025) propose adding a number-token loss, which minimizes the Wasserstein distance between
the predicted and ground-truth numerical numbers. We expect that SFT with NTL brings better
performance on the numerical and probability prediction tasks compared to SFT. We note that NTL
loss only adds about 1% computation overhead.

Baseline tasks (seen in fine-tuning) Policy-response tasks (held out)
Model K ReIMAE | Macro-F11 TV | RelMAE | Macro-F1 1 TV ]
#=8) (#=6) #=4) (#=10) #=3) #=1)
XGBoost 1 0.84 0.46 0.15 0.79 0.36 0.12
Rmmce """" GPT-6astra | 089 039 T 015 ] 094 T 032 011
Claude Opus 5 1 0.90 0.47 0.15 091 0.28 0.13
Fable 5.1 1 0.89 0.44 0.15 0.86 0.35 0.11
Qwen3.5-4B 1 1.14 0.39 0.25 1.43 0.25 0.15
+ SFT 1 1.00 (—0.14)  0.45 (+0.06)  0.16 (—0.09) | 1.30 (—0.149)  0.33 (+0.08)  0.17 (+0.01)
SFT +SFT w/NTL 1 0.97 (—0.17)  0.46 (+0.07)  0.15 (—0.10) | 1.23 (=0200 0.33 (+0.07)  0.14 (—0.02)
Qwen3.6-27B 1 0.96 0.45 0.16 1.04 0.26 0.12
+ SFT 1 1.00 (+0.03)  0.46 (+0.01)  0.16 (+0.01) | 1.18 (+0.14)  0.30 (+0.04)  0.15 (4+0.04)
+ SFT w/ NTL 1 0.97 (+0.01) 0.44 (0.00) 0.15 (0.00) 1.11 (+0.07) 0.27 (+0.01) 0.13 (+0.02)
Qwen3.5-4B 16 1.11 0.38 0.24 1.31 0.24 0.15
+ SFT 16 0.87 (—024) 042 (4005  0.15 (=009 | 1.13 (—0.18)  0.31 (+0.06)  0.16 (4+0.01)
SFT +SFTw/NTL 16 0.87 (—024) 043 (+006) 0.14 (—0.10) | 1.12 (=0.19)  0.32 (+0.08)  0.14 (—0.01)
+aggregation  Qwen3.6-27B 16 0.95 0.43 0.15 1.01 0.25 0.12
+ SFT 16 0.87 (—0.08)  0.44 (+0.01)  0.15 (—0.01) 1.03 (40.02)  0.27 (+0.02)  0.14 (40.02)
+SFTw/NTL 16  0.87 (—0.08) 0.45 (+0.02) 0.14 (—0.01) 1.01 (0.00) 0.26 (+0.01) 0.13 (+0.01)

Table E1: Results of SFT and SFT with the number-token loss. The K column is the number of
aggregated predictions. Best among the language models in bold, second best underlined. XGBoost
is refitted on each task it is scored on, so its policy-response scores are fitted rather than held out.

SFT with the number-token loss achieves better performance on numeric and probability tasks than
SFT alone (Table [ET). Compared with SFT alone, adding the NTL lowers ReIMAE by a further
3% for Qwen3.5-4B and 2% for Qwen3.6-27B on the baseline tasks. On the policy-response tasks,
the additional improvement is 5% and 6%. It also lowers TV by 7% to 19% across the two models.
However, the additional gains from NTL diminish after prediction aggregation.
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F MODEL ENSEMBLES

F.1 AGGREGATING MODEL PREDICTIONS

In Table [FI} we show the detailed results of aggregating a model’s predictions. We note that
aggregating the two predictions of proprietary models (i.e., Fable 5.1, Claude Opus 5, and GPT-5.6 sol)
does not change their prediction performance: the relative changes on numeric and probability tasks
are minimal (less than 0.5%), and the changes on categorical tasks are mostly negative. This implies
that aggregating more predictions from proprietary models would not improve the performance either.
On the contrary, on the numeric and probability prediction tasks, the fine-tuned Qwen3.5-4B and
Qwen3.6-27B improve from the aggregation with only two predictions (K = 2), and the improvement
becomes larger at K = 16.

Improvement of Improvement of
Model K=1 K=2 K=2fromK=1(%) K=16 K =16from K =1 (%)
Numeric, ReIMAE | #=18)
Fable 5.1 0.878 0.879 —0.2 - -
Proprietary Claude Opus 5 0.905 0.902 0.3 - -
GPT-5.6 sol 0.910 0.910 0.0 - -
"""""""""" Qwen3.5-4B 1304 1272 25 223 6y
+ SFT 1.164 1.087 6.6 1.017 12.6
Open-weich + SFT w/ NTL 1.117 1.059 5.2 1.008 9.8
pen-welght ywen3.6-27B 1.007  0.999 0.8 0.984 22
+ SFT 1.101 1.037 5.8 0.956 13.1
+SFT w/NTL  1.050 1.001 4.6 0.950 9.5
Categorical, Macro-F1 T #=9)
Fable 5.1 0.413 0.400 —3.1 - -
Proprietary Claude Opus 5 0.406 0.401 —1.2 - -
GPT-5.6 sol 0.399 0.400 0.2 - -
"""""""""" Qwen35-4B 0346 0.332 =4 033 =40
+ SFT 0.410 0.409 —0.2 0.384 —6.4
Onen-weish +SFTw/NTL 0416 0.401 —34 0.396 —4.8
pen-weltht - Qwen3.6-27B 0.385  0.381 —1.1 0.374 -29
+ SFT 0.406 0.397 -22 0.386 —49
+SFTw/NTL  0.383 0.397 2.4 0.388 0.0
Probability, TV | #=5)
Fable 5.1 0.139 0.139 0.0 - -
Proprietary Claude Opus 5 0.144 0.144 0.2 - -
GPT-5.6 sol 0.139 0.140 —0.4 - -
"""""""""" Qwen3.5-4B 0229 0233 Zie 0220 3
+ SFT 0.164 0.156 4.5 0.148 9.3
Oven-weight + SFT w/ NTL 0.148 0.146 1.5 0.142 4.4
pen-welgll  Qwen3.6-27B 0.148  0.148 —0.1 0.146 0.8
+ SFT 0.161 0.155 4.0 0.147 9.0
+ SFT w/ NTL 0.147 0.145 1.1 0.140 4.7

Table F1: Aggregating predictions of one model, pre-cutoff test split. K = 1 is the score of one draw,
and K = 2 and K = 16 are the scores of the aggregate of two and sixteen draws. Each improvement
is the change from K = 1 as a percentage of the K = 1 score, positive where the metric gets better.
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G INFERENCE AND FINE-TUNING SETTINGS

G.1 INFERENCE SETTINGS

We prompt every model at its provider’s default sampling settings. The Qwen models are run with
non-thinking mode and use the recommended non-thinking inference parameters for general tasks
(temperature=0.7, top-p=0.8, top—k=20 The GPT models and Claude models run at their default
reasoning effort. The DeepSeek models run at medium reasoning effort.

G.2 FINE-TUNING SETTINGS

We fine-tune Qwen3.5-4B and Qwen3.6-27B with LoRA (Hu et al.,|2022)) on the 100,702 training
data points described in Section[5.1] Both models share the hyperparameters in Table[GI] We train
each model on four NVIDIA A100 80GB GPUs.

Hyperparameter Value

LoRA rank 8

LoRA alpha 32

LoRA dropout 0.05

LoRA target modules all linear layers of the language model

Optimizer AdamW (51 = 0.9, B2 = 0.95, weight decay 0.1)
Peak learning rate 5x107°

Learning-rate schedule linear warmup over the first 10% of steps, then cosine decay
Gradient clipping 1.0

Epochs 1

Effective batch size 128

Maximum sequence length 2,048 tokens

Precision bfloat16

Random seed 42

Table G1: Fine-tuning hyperparameters, shared by Qwen3.5-4B and Qwen3.6-27B and by both
training losses.

H EVALUATION TASKS

This appendix describes each of the 32 tasks in HouseholdBench in detail, including information
about the target, the predictors, sample construction and splits, and a full prompt example.

H.1 CONS_CEX_CATEGORIES

Target. Household expenditure over the last three months, in current U.S. Dollars, for twelve
categories: food, alcoholic beverages, housing, apparel and services, transportation, health care,
entertainment, personal care, reading, education, tobacco, and miscellaneous. These aggregate to
total expenditure, as used in other CEX tasks such as cons_cex_total. We take these expenditure
variables directly from the raw CEX data, where they are constructed as aggregates of more detailed
item-level expenditures reported directly by respondents.

Predictors. Spending history (up to three prior three-month periods of category expenditure), before-
tax household income over the past 12 months as recorded on the current interview row, household
composition (household size, number of adults, number of children), respondent demographics and
geography (age, sex, race, education, marital status, region, urban or rural status), core macro context
(real GDP growth, unemployment rate, headline CPI inflation, and the effective federal funds rate
over the four most recently completed calendar quarters, plus five-year quarterly references), and
disaggregated CPI inflation (major-group inflation over the same four calendar quarters, plus five-year
quarterly averages).

Shttps://huggingface.co/Qwen/Qwen3.5-4B
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No-change baseline. For each expenditure category, the no-change prediction is the household’s
expenditure in that category reported in the immediately preceding interview, conducted three months
earlier.

Sample construction. Starting from our clean CEX Interview panel, we merge core macro variables
from FRED-QD and disaggregated CPI from the BLS’s CPI database. We then construct up to three
lags of income and expenditure variables. These need to form a continuous history: if a household
missed an interview, we set deeper lags to missing as well. Next, we drop rows that are missing
one or more of the target variables, and also rows with current or first-history predictors missing
(further lags are allowed to remain missing). Then, we require current annual before-tax household
income to be at least $1,000, current and lagged total expenditure to be at least $250 minimum, and
require every displayed expenditure category to be nonnegative. Finally, we trim the top and bottom
percentiles of current annual income, current total expenditure and lagged total expenditure strictly,
with the trimming bounds computed within each year and calendar quarter.

Prompt example

cons_cex_categories

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 32-year-old white man, are currently
married, and have a graduate or professional degree. You currently reside in an urban area in the West. Your household has 2 adults
and 1 child, for 3 people in total.

Here are your household’s recent spending and income. Note that the current month is February, and that $ denotes amounts in U.S.
dollars. Between nine and twelve months ago, your household spent $1,170 on food; $15 on alcoholic beverages; $4,369 on housing;
$424 on apparel and services; $2,739 on transportation; $1,172 on health care; $496 on entertainment; $248 on personal care; $64
on reading; $0 on education; $0 on tobacco; and $750 on miscellaneous. Between six and nine months ago, your household spent
$1,352 on food; $155 on alcoholic beverages; $2,494 on housing; $369 on apparel and services; $3,403 on transportation; $644 on
health care; $600 on entertainment; $108 on personal care; $20 on reading; $0 on education; $0 on tobacco; and $0 on miscellaneous.
Between three and six months ago, your household spent $1,830 on food; $0 on alcoholic beverages; $2,436 on housing; $1,171 on
apparel and services; $1,886 on transportation; $1,449 on health care; $572 on entertainment; $90 on personal care; $63 on reading;
$0 on education; $0 on tobacco; and $30 on miscellaneous. Your before-tax household income over the past 12 months was $47,050.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.94%, 0.83%, 1.33%, and 1.64% quarter over quarter; the unemployment rate was
4.30%, 4.27%, 4.23%, and 4.07%; overall consumer prices changed by 0.37%, 0.75%, 0.74%, and 0.74% quarter over quarter; and
the effective federal funds rate was 4.73%, 4.75%, 5.09%, and 5.31%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 1.02%, the average unemployment rate was 4.93%, compound average
quarterly CPI inflation was 0.59%, and the average effective federal funds rate was 5.38%.

You are also aware of changes in prices for specific spending categories. Over the same four quarters, listed from oldest to most
recent, prices changed by 0.61%, 0.26%, 0.41%, and 0.63% quarter over quarter for food and beverages; 0.35%, 0.55%, 0.65%, and
0.63% quarter over quarter for housing; -1.18%, 0.61%, -0.38%, and 0.03% quarter over quarter for apparel; -0.50%, 2.02%, 1.74%,
and 1.46% quarter over quarter for transportation; 0.77%, 0.85%, 0.95%, and 0.90% quarter over quarter for medical care; 0.33%,
0.26%, 0.03%, and 0.07% quarter over quarter for recreation; 0.20%, 0.26%, 0.33%, and 0.46% quarter over quarter for education
and communication; and 4.29%, 0.48%, 1.50%, and 1.39% quarter over quarter for other goods and services. Over the same five-year
period, compound average quarterly inflation was 0.62% for food and beverages, 0.63% for housing, -0.05% for apparel, 0.40% for
transportation, 0.84% for medical care, 0.46% for recreation, 0.63% for education and communication, and 1.34% for other goods
and services.

Given this information, how much did your household spend in each of the categories during the past three months, in current U.S.
dollars?

Return only a valid JSON array with 12 numeric elements, in this order: food, alcoholic beverages, housing, apparel and services,
transportation, health care, entertainment, personal care, reading, education, tobacco, and miscellaneous. Your output must follow this
exact array structure: [v_1, v_2, ..., v_12]. Replace every v placeholder with a single number. Do not include keys or explanatory text.

Assistant. [2750, 130, 3184, 535, 3655, 572, 1171, 72, 66, 0, 0, 14]

H.2 CONS_CEX_TOTAL

Target. Total, nondurable, and durable household expenditure over the last three months, in current
U.S. dollars. We construct these measures from the expenditure summaries in the CEX, following the
definitions in|Parker et al.|(2013)). Total expenditure equals the survey’s total expenditure measure less
cash contributions, life and other personal insurance, and contributions to retirement plans, pensions,
and Social Security. Nondurable expenditure is the sum of spending on food and alcoholic beverages,

31



Preprint

utilities, household operations, public transportation, gasoline and motor oil, personal care, tobacco,
miscellaneous items, apparel, health care, and reading. Durable expenditure equals total expenditure
less nondurable expenditure.

Predictors. Spending history (up to three prior three-month periods of total, nondurable, and
durable expenditure), before-tax household income over the past 12 months, household composition
(household size, number of adults, number of children), respondent demographics and geography
(age, sex, race, education, marital status, region, urban or rural status), and core macro context (real
GDP growth, unemployment rate, headline CPI inflation, and the effective federal funds rate over the
four most recently completed calendar quarters, plus five-year quarterly references).

No-change baseline. For each expenditure measure, the no-change prediction is the household’s
expenditure reported in the immediately preceding interview, conducted three months earlier.

Sample construction. Starting from our clean CEX Interview panel, we merge core macro variables
from FRED-QD and construct up to three lags of income and expenditure variables. These need
to form a continuous history: if a household missed an interview, we set deeper lags to missing as
well. Next, we drop rows that are missing one or more of the target variables, and also rows with
current or first-history predictors missing (further lags are allowed to remain missing). Next, we
require current annual before-tax household income to be at least $1,000, and current and available
lagged total expenditure to be at least $250. We also require current and available lagged values of
total, nondurable, and durable expenditure to be nonnegative. Finally, within each year and calendar
quarter, we trim the top and bottom percentiles of current annual income and current and available
lagged total expenditure.

Prompt example

cons_cex_total

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 72-year-old white woman, are currently
divorced, and have a high school diploma. You currently reside in an urban area in the West. Your household has 1 adult and no
children.

Here are your household’s recent spending and income. Note that the current month is March, and that $ denotes amounts in U.S.
dollars. Between nine and twelve months ago, your total household expenditure was $2,135, non-durable expenditure was $1,290,
and durable expenditure was $846. Between six and nine months ago, your total household expenditure was $22,364, non-durable
expenditure was $1,334, and durable expenditure was $21,030. Between three and six months ago, your total household expenditure
was $4,527, non-durable expenditure was $1,360, and durable expenditure was $3,166. Your before-tax household income over the
past 12 months was $5,826.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.94%, 0.83%, 1.33%, and 1.64% quarter over quarter; the unemployment rate was
4.30%, 4.27%, 4.23%, and 4.07%; overall consumer prices changed by 0.37%, 0.75%, 0.74%, and 0.74% quarter over quarter; and
the effective federal funds rate was 4.73%, 4.75%, 5.09%, and 5.31%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 1.02%, the average unemployment rate was 4.93%, compound average
quarterly CPI inflation was 0.59%, and the average effective federal funds rate was 5.38%.

Given this information, what were your total household expenditure, non-durable expenditure, and durable expenditure during the
past three months, in current U.S. dollars?

Return only a valid JSON array with exactly 3 numeric elements, in this order: total_expenditure, non_durable_expenditure, durable_
expenditure. Your output must follow this exact array structure: [v_1, v_2, v_3]. Replace every v placeholder with a single number.
Do not include keys or explanatory text.

Assistant. [4824, 1379, 3446]

H.3 CONS_PSID_WEALTH

Target. Household net worth in the next PSID interview, usually two years after the current interview
and sometimes one year later in the early part of the sample. We use the PSID’s summary measure of
net worth, which combines the household’s reported assets, including savings, financial investments,
home equity, and other assets, and subtracts its reported debts.
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Predictors. Household resources (income, net worth, savings, financial investments, home equity,
other debt), household history (up to three prior samples of those resource measures and housing
tenure), housing tenure (own, rent, or another arrangement), household composition (presence of
a spouse or partner, marital status, household size, number of children), respondent demographics
and geography (age, sex, race and ethnicity, region, metropolitan status when available), core macro
context (real GDP growth, unemployment rate, headline CPI inflation, and the effective federal funds
rate over the four most recently completed quarters, plus five-year quarterly references), and financial
and housing-market context (house-price growth, S&P 500 growth, and the 30-year mortgage rate
over the same periods).

No-change baseline. The no-change prediction is the household’s net worth in the current PSID
interview.

Sample construction. Starting from our clean PSID household panel, we merge national economic,
financial-market, and housing-market variables. We link each household to its next consecutive PSID
interview. Next, we drop rows that are missing the next-interview net-worth target or any required
current predictor: age, sex, race or ethnicity, region, housing tenure, spouse or partner status, marital
status, family income, net worth, or the economic, financial-market, and housing-market variables.
Current household size, number of children, metropolitan status, the individual wealth components,
and all prior household histories are allowed to remain missing. Finally, within the relevant survey
year, we trim the top and bottom percentiles of current and available lagged family income and of
current, available lagged, and next-interview net worth.

Prompt example

cons_psid.wealth

System. You are the head of an American household making decisions about income, saving, housing, and household wealth.

User. Here is some background information about yourself and your household. You are a 57-year-old White woman. You live in
the South, in a metropolitan area. You do not have a spouse or partner in your household and are not legally married. Your household
has 1 person, no children.

Here is your household’s financial situation now and in past years. Note that $ denotes amounts in U.S. dollars. Your current
household income is $60,704, and your total net worth is $1,000. You have $0 in savings, $0 in financial investments, $0 in home
equity, and $0 in other debt. You currently rent your home. Six years ago, your household income was $52,656, your total net worth
was $17,000, your savings were $4,000, your financial investments were $0, your home equity was $0, your other debt was $0, and
your household rented its home. Four years ago, your household income was $18,428, your total net worth was $10,000, your savings
were $0, your financial investments were $0, your home equity was $0, your other debt was $0, and your household rented its home.
Two years ago, your household income was $55,080, your total net worth was $4,000, your savings were $4,000, your financial
investments were $0, your home equity was $0, your other debt was $3,000, and your household rented its home.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by -0.35%, 1.29%, 1.22%, and 0.51% quarter over quarter; the unemployment rate was
6.67%, 6.20%, 6.07%, and 5.70%; overall consumer prices changed by 0.62%, 0.53%, 0.26%, and -0.25% quarter over quarter; and
the effective federal funds rate was 0.07%, 0.09%, 0.09%, and 0.10%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.57%, the average unemployment rate was 8.03%, compound average
quarterly CPI inflation was 0.44%, and the average effective federal funds rate was 0.12%. You are also aware of recent financial and
housing-market conditions. Over the same four completed quarters, listed from oldest to most recent, U.S. house prices changed by
0.49%, 1.50%, 1.06%, and 0.54% quarter over quarter; the S&P 500 changed by 3.61%, 3.60%, 3.98%, and 1.83% quarter over
quarter; and the average 30-year mortgage rate was 4.36%, 4.23%, 4.14%, and 3.97%. Over the same five-year period, compound
average quarterly house-price growth was -0.15%, compound average quarterly S&P 500 growth was 3.12%, and the average 30-year
mortgage rate was 4.19%.

Given this information, in two years, what will your household’s total net worth be, in current U.S. dollars?
Return only a valid JSON array containing exactly one integer, with no explanatory text. Your output must follow this exact array

structure: [v_1]. Replace every v placeholder with a single number.

Assistant. [2000]

H.4 CONS_SCE_.GROWTH

Target. The percentage change in the household’s current monthly spending relative to 12 months
earlier. The SCE first asks whether monthly spending is higher, lower, or unchanged and then asks
by what percentage it changed. We combine the direction and size of the reported change so that
increases are positive and decreases are negative.
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Predictors. Household finances and expectations (current financial situation, expected financial
situation one year ahead, one-year inflation expectation, longer-run inflation expectation, spending
relative to budget when available), work situation (current work-status indicators), respondent
demographics, resources, and geography (age, numeracy, region, education, household before-tax
income bracket), and core macro context (real GDP growth, unemployment rate, headline CPI
inflation, and the effective federal funds rate over the four most recently completed quarters, plus
five-year quarterly references).

No-change baseline. The no-change prediction is no change in the household’s monthly spending
relative to 12 months earlier.

Sample construction. We merge the SCE Household Spending module with respondent information
from the SCE Core survey and national economic variables from FRED-QD. Next, we drop rows
that are missing either part of the spending-growth target or any current predictor. We then require
respondents to be between 18 and 100 years old. Finally, within each survey month, we trim the top
and bottom percentiles of the reported spending change.

Prompt example

cons_sce_growth

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 36-year-old, have a college education or
more, live in the West, and have a high numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is August, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $30,000 and $39,999. Your
household is somewhat better off than it was 12 months ago, and you expect your household finances to be about the same 12 months
from now. You expect inflation to be 1.1% over the next 12 months and 1.0% over the next three years. You are working full-time,
and your household currently uses a budget.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 1.22%, 0.51%, 0.90%, and 0.62% quarter over quarter; the unemployment rate was
6.07%, 5.70%, 5.53%, and 5.43%; overall consumer prices changed by 0.26%, -0.25%, -0.65%, and 0.68% quarter over quarter; and
the effective federal funds rate was 0.09%, 0.10%, 0.11%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.58%, the average unemployment rate was 7.60%, compound average
quarterly CPI inflation was 0.43%, and the average effective federal funds rate was 0.12%.

Compared with 12 months ago, by what percentage has your household’s current monthly spending changed? Use a positive number
if spending is higher now and a negative number if spending is lower now.

Return only a valid JSON array containing exactly one number. Your output must follow this exact array structure: [v_-1]. Replace
every v placeholder with a single number. Do not include explanatory text.

Assistant. [-2.0]

H.5 CONS_CEX_REBATEO1

This task is inspired by Johnson et al.| (2000)).

Target. Total, durable, and nondurable household expenditure over the last three months, in current
U.S. dollars. We construct these measures from the expenditure summaries in the CEX, following the
definitions in|Parker et al.|(2013)). Total expenditure equals the survey’s total expenditure measure less
cash contributions, life and other personal insurance, and contributions to retirement plans, pensions,
and Social Security. Nondurable expenditure sums food and alcoholic beverages, utilities, household
operations, public transportation, gasoline and motor oil, personal care, tobacco, miscellaneous items,
apparel, health care, and reading. Durable expenditure equals total expenditure less nondurable
expenditure.

Predictors. Spending history (up to three prior three-month periods of total, nondurable, and
durable expenditure), before-tax household income over the past 12 months, household composition
(household size, number of adults, number of children), respondent demographics and geography
(age, sex, race, education, marital status, region, urban or rural status), core macro context (real GDP
growth, unemployment rate, headline CPI inflation, and the effective federal funds rate over the four
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most recently completed quarters, plus five-year quarterly references), and amount received under
the 2001 federal income-tax rebates (the amount received during the current three-month period and
during prior three-month periods, including zero amounts).

No-change baseline. For each expenditure measure, the no-change prediction is the household’s
expenditure in the immediately preceding three-month period.

Sample construction. Starting from our clean CEX Interview panel, we merge the 2001 tax-rebate
supplement and national economic variables from FRED-QD. We keep interviews conducted from
January 2001 through March 2002 while the rebate questions were fielded, and construct up to
three continuous lags of income, expenditure, and assigned rebate amounts. Next, we drop rows
that are missing one or more target variables, any current demographic, geographic, income, or
macroeconomic predictor, any first-history expenditure, or the first-history assigned rebate. The
current assigned rebate and the second and third histories of expenditures and rebates are allowed to
remain missing. We then require current annual before-tax household income to be at least $1,000,
current and available lagged total expenditure to be at least $250, and current and available lagged
values of total, nondurable, and durable expenditure to be nonnegative. Finally, within each year and
calendar quarter, we trim the top and bottom percentiles of current annual income and current and
available lagged total expenditure.

Prompt example

cons_cex_rebatell

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 48-year-old white woman, are currently
widowed, and have a bachelor’s degree. You currently reside in an urban area in the South. Your household has 1 adult and no
children.

Here are your household’s recent spending and income. Note that the current month is December, and that $ denotes amounts in U.S.
dollars. Between nine and twelve months ago, your total household expenditure was $4,797, non-durable expenditure was $2,407,
and durable expenditure was $2,390. Between six and nine months ago, your total household expenditure was $3,966, non-durable
expenditure was $2,151, and durable expenditure was $1,815. Between three and six months ago, your total household expenditure
was $4,046, non-durable expenditure was $2,229, and durable expenditure was $1,817. Your before-tax household income over the
past 12 months was $28,500.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.60%, -0.33%, 0.62%, and -0.40% quarter over quarter; the unemployment rate
was 3.90%, 4.23%, 4.40%, and 4.83%; overall consumer prices changed by 0.71%, 0.96%, 0.70%, and 0.28% quarter over quarter;
and the effective federal funds rate was 6.47%, 5.59%, 4.33%, and 3.50%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.89%, the average unemployment rate was 4.46%, compound average
quarterly CPI inflation was 0.61%, and the average effective federal funds rate was 5.34%.

The federal government has recently implemented a policy of sending tax rebates to households who satisfy certain criteria. Over the
past three months, your household received a total of $300 as part of the program. Before this, the tax-rebate amounts recorded for
your household were $300 between three and six months ago, $0 between six and nine months ago, and $0 between nine and twelve
months ago.

Given this information, what were your total household expenditure, non-durable expenditure, and durable expenditure during the
past three months, in current U.S. dollars?

Return only a valid JSON array with exactly 3 numeric elements, in this order: total_expenditure, non_durable_expenditure, durable_
expenditure. Your output must follow this exact array structure: [v_1, v_2, v_3]. Replace every v placeholder with a single number.
Do not include keys or explanatory text.

Assistant. [4643, 2768, 1875]

H.6 CONS_CEX_SSPAY

This task is inspired by |Stephens| (2003)).

Target. Total, food-at-home, and food-away-from-home household expenditure on a given day, in
current U.S. dollars. We construct these measures by assigning each purchase recorded in the CEX
Diary to its reported date and summing purchases within the three categories, as defined in Stephens
(2003)), for that day. A day with no recorded spending in a category is assigned zero.

35



Preprint

Predictors. Spending history (total, food-at-home, and food-away-from-home expenditure on each
of the previous seven calendar days), household resources (annual household income and Social
Security or Railroad Retirement income), household composition and respondent demographics,
calendar timing (weekday, day of month, month, and the household’s position relative to its scheduled
Social Security payment date), and core macro context (national economic conditions over the most
recently completed quarters).

No-change baseline. For each expenditure measure, the no-change prediction is the household’s
expenditure on the immediately preceding calendar day.

Sample construction. Starting from our clean daily CEX Diary panel for 1986-1996, we add
scheduled Social Security payment dates and national economic variables, and construct spending
histories for the previous seven calendar days. We keep non-January days in a seven-day window
around a scheduled payment for households in which the reference person or spouse reports Social
Security retirement or disability income. We require both weeks of the household’s two-week diary
to be complete, with valid nonoverlapping dates and usable dated purchases. Next, we drop rows that
are missing one or more target variables, any current predictor, or any of the seven daily spending
histories. No target or predictor shown to the model is allowed to remain missing. We then require
positive household income and Social Security income, Social Security income to account for between
0 and 100 percent of household income, all displayed spending to be nonnegative, and food-at-home
plus food-away-from-home spending not to exceed total spending on any displayed day. Finally,
within each calendar year, we remove samples above the 99th percentile of annual household income
or of total daily spending on the current or any of the previous seven days.

Prompt example

cons_cex_sspay

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are an 82-year-old white man, are widowed,
have an elementary school education, and are not currently working. You live in an urban area in the South. Your household consists
of 1 adult and no children. Your household owns its home without a mortgage.

Your household reported about $9,886 in income before tax over the past 12 months. Of this, about $6,186, or 62.6%, came from
Social Security and Railroad Retirement. These are annual figures and do not tell you the size of any particular monthly payment.

Here is your household’s spending over the last seven days, listed from oldest to most recent. Note that today is Monday, 27th
January, and that $ denotes amounts in U.S. dollars.

- 7 days ago: $7.41 in total, including $7.41 on food at home and $0.00 on food away from home.

- 6 days ago: $194.20 in total, including $20.45 on food at home and $0.00 on food away from home.
- 5 days ago: $0.00 in total, including $0.00 on food at home and $0.00 on food away from home.

- 4 days ago: $5.85 in total, including $4.39 on food at home and $0.00 on food away from home.

- 3 days ago: $9.42 in total, including $9.42 on food at home and $0.00 on food away from home.

- 2 days ago: $0.00 in total, including $0.00 on food at home and $0.00 on food away from home.

- 1 day ago: $54.74 in total, including $10.74 on food at home and $0.00 on food away from home.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.97%, 0.88%, 1.53%, and 0.74% quarter over quarter; the unemployment rate was
7.23%, 7.30%, 7.20%, and 7.03%; overall consumer prices changed by 0.92%, 0.91%, 0.62%, and 1.02% quarter over quarter; and
the effective federal funds rate was 8.48%, 7.92%, 7.90%, and 8.10%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.85%, the average unemployment rate was 8.32%, compound average
quarterly CPI inflation was 1.22%, and the average effective federal funds rate was 11.21%.

Social Security benefits are normally paid on the third day of each month. If the third falls on a weekend or federal holiday, payment
is made on the preceding business day.

Given this information, how much will your household spend today in total, on food at home, and on food away from home?

Return only a valid JSON array with exactly 3 numeric elements, in this order: total_expenditure, food_at_home, food_away_from_
home. Use 0 when there is no spending in a category. Your output must follow this exact array structure: [v_1, v_2, v_3]. Replace
every v placeholder with a single number. Do not include keys or explanatory text.

Assistant. [0.0, 0.0, 0.0]
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H.7 CONS_CEX_STIMULUSO08

This task is inspired by [Parker et al.| (2013).

Target. Total, durable, and nondurable household expenditure over the last three months, in current
U.S. dollars. We construct these measures from the expenditure summaries in the CEX, following the
definitions in|Parker et al.|(2013)). Total expenditure equals the survey’s total expenditure measure less
cash contributions, life and other personal insurance, and contributions to retirement plans, pensions,
and Social Security. Nondurable expenditure sums food and alcoholic beverages, utilities, household
operations, public transportation, gasoline and motor oil, personal care, tobacco, miscellaneous items,
apparel, health care, and reading. Durable expenditure equals total expenditure less nondurable
expenditure.

Predictors. Spending history (up to three prior three-month periods of total, nondurable, and
durable expenditure), before-tax household income over the past 12 months, household composition
(household size, number of adults, number of children), respondent demographics and geography
(age, sex, race, education, marital status, region, urban or rural status), core macro context (real GDP
growth, unemployment rate, headline CPI inflation, and the effective federal funds rate over the four
most recently completed quarters, plus five-year quarterly references), and amount received under
the 2008 economic stimulus payment program (the amount received during the current three-month
period and during prior periods, including zero amounts).

No-change baseline. For each expenditure measure, the no-change prediction is the household’s
expenditure in the immediately preceding three-month period.

Sample construction. Starting from our clean CEX Interview panel, we merge the 2008 stimulus-
payment supplement and national economic variables from FRED-QD. We keep interviews conducted
from September 2007 through March 2009 and require the household to have been interviewed while
the stimulus questions were fielded, from June 2008 through March 2009. We construct up to
three continuous lags of income, expenditure, and assigned payment amounts. Next, we drop rows
that are missing one or more target variables, any current demographic, geographic, income, or
macroeconomic predictor, or the first lag of the expenditure fields. The current and first lag of the
assigned payment amounts are set to zero when no payment is assigned. Second and third lags of
expenditures and assigned payments are allowed to remain missing. We then require current annual
before-tax household income to be at least $1,000, current and available lagged total expenditure to be
at least $250, and current and available lagged values of total, nondurable, and durable expenditure to
be nonnegative. Finally, within each year and calendar quarter, we trim the top and bottom percentiles
of current annual income and current and available lagged total expenditure.

Prompt example

cons_cex_stimulus08

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 66-year-old white woman, are currently
divorced, and have a graduate or professional degree. You currently reside in a rural area in the Midwest. Your household has 1 adult
and no children.

Here are your household’s recent spending and income. Note that the current month is September, and that $ denotes amounts in U.S.
dollars. Between nine and twelve months ago, your total household expenditure was $3,896, non-durable expenditure was $1,616,
and durable expenditure was $2,280. Between six and nine months ago, your total household expenditure was $5,464, non-durable
expenditure was $3,404, and durable expenditure was $2,060. Between three and six months ago, your total household expenditure
was $4,994, non-durable expenditure was $2,326, and durable expenditure was $2,668. Your before-tax household income over the
past 12 months was $41,273.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.58%, 0.63%, -0.43%, and 0.60% quarter over quarter; the unemployment rate was
4.67%, 4.80%, 5.00%, and 5.33%; overall consumer prices changed by 0.63%, 1.23%, 1.08%, and 1.30% quarter over quarter; and
the effective federal funds rate was 5.07%, 4.50%, 3.18%, and 2.09%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.70%, the average unemployment rate was 5.08%, compound average
quarterly CPI inflation was 0.82%, and the average effective federal funds rate was 3.27%.

The federal government has recently implemented a policy of sending stimulus payments to households who satisfy certain criteria.
Over the past three months, your household received a total of $600 as part of the program. Before this, the stimulus-payment
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amounts recorded for your household were $600 between three and six months ago, $0 between six and nine months ago, and $0
between nine and twelve months ago.

Given this information, what were your total household expenditure, non-durable expenditure, and durable expenditure during the
past three months, in current U.S. dollars?

Return only a valid JSON array with exactly 3 numeric elements, in this order: total_expenditure, non_durable_expenditure, durable_
expenditure. Your output must follow this exact array structure: [v_1, v_2, v_3]. Replace every v placeholder with a single number.
Do not include keys or explanatory text.

Assistant.  [3802, 2193, 1609]

H.8 CONS_PSID_JOBLOSS

Target. The household’s annual cash expenditure on food in the calendar year after a job loss, in
current U.S. dollars. We construct this measure from the PSID questions on food purchased for use at
home and food purchased away from home, excluding food paid for with public assistance.

Predictors. Household food spending history (up to three prior annual samples), household resources
(family income and each adult’s labor earnings, annual hours, and employment status), job-loss
circumstances (which adult lost a job and whether the loss was caused by a layoff, firing, plant closure,
or employer move), household composition and respondent demographics (age, sex, education, race,
marital status, presence of a spouse or partner, household size, number of children), and core macro
context (national economic conditions before and during the job-loss year).

No-change baseline. The no-change prediction is the household’s most recently observed annual
cash food expenditure before the job-loss year.

Sample construction. Starting from PSID household records for 1968-1992, we combine the reports
of the two adults in each household, construct cash food expenditure, and link each household to its
next interview and to as many as three earlier interviews. A job-loss sample requires a layoff, firing,
plant closure, or employer move after the affected adult had been working; multiple losses reported by
the same household for the same period are combined. A control sample requires every current adult
to have answered the job-loss questions and no adult to report a current or earlier qualifying loss, and
we retain at most one control sample per household. Next, we drop rows that are missing the positive
cash-food target, current predictors or the first lag of spending before the job loss event. Current
education, race or ethnicity, region, housing tenure, prior job-loss details, and history records beyond
the mandatory one are allowed to remain missing. We keep households whose adults are between 25
and 65 years old and whose spouse or partner structure is unchanged across the relevant interviews.
Finally, within each survey year, we trim the top and bottom percentiles of every family-income value
shown in the household’s history.

Prompt example

cons_psid_jobloss

System. You are the head of an American household making decisions about food spending, work, income, and household finances.

User. Here is some background information about yourself and your household. You are a 52-year-old Black woman. You live in
the South. You do not have a spouse or partner in your household. Your household has 1 person, no children. You completed 14 years
of schooling. You currently own your home.

Here is your household’s work, income, and food-spending history. Note that $ denotes amounts in U.S. dollars. Three years ago,
you worked 540 hours in total and had $650 in annual labor earnings. Your total family income was $1,250. Two years ago, you
worked 233 hours in total and had $350 in annual labor earnings. Your total family income was $1,350. Your household’s annual
food spending was $520, including food at home and food away from home.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by -0.15%, 0.14%, 0.92%, and -1.07% quarter over quarter; the unemployment rate
was 4.17%, 4.77%, 5.17%, and 5.83%; overall consumer prices changed by 1.60%, 1.40%, 1.04%, and 1.45% quarter over quarter;
and the effective federal funds rate was 8.57%, 7.89%, 6.71%, and 5.57%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.69%, the average unemployment rate was 3.93%, compound average
quarterly CPI inflation was 1.11%, and the average effective federal funds rate was 6.08%.

You did not lose your job during the current calendar year.
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Given this information, in one year, what will your household’s annual food spending be, including food at home and food away from
home?

Return only a valid JSON array with exactly one number in current U.S. dollars. Your output must follow this exact array structure:
[v-1]. Replace v_1 with one number. Do not include a dollar sign, commas, keys, or explanatory text.

Assistant. [312.0]

H.9 CONS_SCE_SHOCK

Target. How the household says it would adjust spending under two hypothetical income changes: a
permanent 10 percent increase in household income and a permanent 10 percent decrease. For the
increase, the SCE asks the respondent to allocate the gain among spending or donating, saving or
investing, and paying down debt. For the decrease, it asks the respondent to allocate the loss among
reducing spending, reducing saving, and increasing borrowing. The task predicts the share of the
gain allocated to spending or donating and the share of the loss covered by reducing spending.

Predictors. Spending and budgeting (current spending growth relative to 12 months earlier, spending
relative to budget when available), household finances and expectations (current financial situation,
expected financial situation one year ahead, one-year and longer-run inflation expectations), work
situation (current work-status indicators), respondent demographics, resources, and geography (age,
education, household before-tax income bracket, region, numeracy), and core macro context (real
GDP growth, unemployment rate, headline CPI inflation, and the effective federal funds rate over
the four most recently completed quarters, plus five-year quarterly references). Every respondent
considers the same permanent 10 percent income increase and decrease.

No-change baseline. The no-change prediction is that the household assigns none of either income
change to spending.

Sample construction. We merge the SCE Household Spending module with respondent information
from the SCE Core survey and national economic variables from FRED-QD. Next, we drop rows
that are missing one or more of the six allocation answers or any required demographic, income, or
macroeconomic predictor. Current spending and budgeting, household-finance, inflation-expectation,
and work-status predictors are allowed to remain missing. We then require each allocation to lie
between 0 and 100 percent, the three allocations within each scenario to sum to between 99 and 101
percent, and the respondent to be between 18 and 100 years old.

Prompt example

cons_sce_shock

System. You are the head of an American household making decisions and forming expectations about income, spending, and
saving.

User. Here is some background information about yourself and your household. You are a 36-year-old, have a college education or
more, live in the West, and have a high numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is August, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $30,000 and $39,999. Your
household is somewhat better off than it was 12 months ago, and you expect your household finances to be about the same 12 months
from now. You expect inflation to be 1.1% over the next 12 months and 1.0% over the next three years. Your monthly household
spending is 2.0 percent lower than 12 months ago, your household currently uses a budget, and you are working full-time.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 1.22%, 0.51%, 0.90%, and 0.62% quarter over quarter; the unemployment rate was
6.07%, 5.70%, 5.53%, and 5.43%; overall consumer prices changed by 0.26%, -0.25%, -0.65%, and 0.68% quarter over quarter; and
the effective federal funds rate was 0.09%, 0.10%, 0.11%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.58%, the average unemployment rate was 7.60%, compound average
quarterly CPI inflation was 0.43%, and the average effective federal funds rate was 0.12%.

For this question, suppose your household income changes unexpectedly next year. In one case, your household income rises by 10
percent. In the other case, your household income falls by 10 percent.

How much of the income gain would you spend or donate, and how much of the income loss would you cover by reducing spending?
Give each answer as a number from 0 to 100, not as a fraction.
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Return only a valid JSON array with exactly two numeric elements, in this order: percent of the income gain spent or donated;
percent of the income loss covered by reducing spending. Your output must follow this exact array structure: [v-1, v_2]. Replace
every v placeholder with a single number. Do not include keys or explanatory text.

Assistant. [1.0, 70.0]

H.10 INCOME_MICH_FINANCE

Target. The expected percentage change in the household’s income over the next 12 months. The
Michigan Survey first asks whether family income is expected to increase, decrease, or remain
unchanged and then asks by what percentage it is expected to change. We combine the direction and
size so that expected increases are positive and expected decreases are negative.

Predictors. Household and national assessments (personal finances compared with one year earlier,
national business conditions compared with one year earlier), household resources (current annual
income), household composition and respondent demographics (age, sex, education, marital or partner
status, number of adults, number of children), geography (region), and core macro context (real GDP
growth, unemployment rate, headline CPI inflation, and the effective federal funds rate over the four
most recently completed quarters, plus five-year quarterly references).

No-change baseline. The no-change prediction is no change in household income over the next 12
months.

Sample construction. Starting from the Michigan Survey, we merge national economic variables
from FRED-QD. Next, we drop rows that are missing either part of the income-growth target or any
current predictor. No target or predictor shown to the model is allowed to remain missing. Finally,
within each survey month, we trim the top and bottom percentiles of expected income growth and
annual household income.

Prompt example

incomemich_finance

System. You are an American adult forming expectations about economic conditions and your own finances.

User. Here is some background information about yourself and your household. You are an 18-year-old man living in the North
Central United States. You have never been married, and your highest completed education is a high school diploma. Your household
has 2 adults and no children.

Here are your current views on your finances and the economy. Note that the current month is February, and that $ denotes amounts
in U.S. dollars. Your current household income is $22,500 per year. You report that your personal finances are better than they were a
year ago, while national business conditions are worse than they were a year ago.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 1.19%, 1.94%, 1.80%, and 0.00% quarter over quarter; the unemployment rate was
7.50%, 7.13%, 6.90%, and 6.67%; overall consumer prices changed by 1.83%, 1.75%, 1.38%, and 1.47% quarter over quarter; and
the effective federal funds rate was 4.66%, 5.16%, 5.82%, and 6.51%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.68%, the average unemployment rate was 6.74%, compound average
quarterly CPI inflation was 1.92%, and the average effective federal funds rate was 7.13%.

By what percentage do you expect your income to change over the next 12 months? Use a negative number if you expect your income
to be lower, a positive number if you expect it to be higher, and 0 if you expect it to be about the same.

Return only a valid JSON array containing exactly one number. Your output must follow this exact array structure: [v_1]. Replace
every v placeholder with a single number. Do not include explanatory text.

Assistant. [3]

H.11 INCOME_PSID_EARNINGS

Target. The respondent’s annual labor earnings two, four, and ten years after the current PSID
interview, in current U.S. dollars.

Predictors. Current work and earnings (annual labor earnings, employment status, occupation
when available), household resources and composition (household income, presence of a spouse or
partner, household size, number of children), respondent demographics (age, sex, race and ethnicity,
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education), geography (region), and core macro context (real GDP growth, unemployment rate,
headline CPI inflation, and the effective federal funds rate over the four quarters preceding the survey
year, plus five-year quarterly references).

No-change baseline. At each horizon, the no-change prediction is the respondent’s annual labor
earnings in the current interview.

Sample construction. Starting from our clean PSID panel, we keep respondents between 20 and 60
years old, harmonize occupation information, and merge national economic variables. We link each
current interview to the same respondent’s record exactly two, four, and ten years later. Next, we
drop rows that are missing one or more of the three earnings targets or any required current predictor:
age, sex, race or ethnicity, region, education, employment status, labor earnings, family income,
spouse or partner status, or the macroeconomic variables. Current household size, number of children,
metropolitan status, and occupation are allowed to remain missing. Finally, within each survey year,
we trim the top and bottom percentiles of current, future, and available prior labor earnings and of
current and available prior family income.

Prompt example

income_psid_earnings

System. You are an American individual or family making education, work, housing, and long-run financial decisions.

User. Here is some background information about yourself and your household. You are a 25-year-old White man. You live in the
South. You completed 11 years of schooling and did not complete high school. You have a spouse or partner in your household. Your
household has 5 people, including 3 children.

Here is your current work situation. Note that $ denotes amounts in U.S. dollars. You are currently working. Your labor earnings are
$5,800, your household income is $7,900, and your broad occupation is production, transport, or labor.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.89%, 0.06%, 0.95%, and 0.75% quarter over quarter; the unemployment rate was
3.83%, 3.83%, 3.80%, and 3.90%; overall consumer prices changed by 0.25%, 0.61%, 1.00%, and 1.09% quarter over quarter; and
the effective federal funds rate was 4.82%, 3.99%, 3.89%, and 4.17%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 1.27%, the average unemployment rate was 4.59%, compound average
quarterly CPI inflation was 0.54%, and the average effective federal funds rate was 4.02%.

What will your labor earnings be in current dollars two years from now, four years from now, and ten years from now?
Return only a valid JSON array with exactly 3 numeric elements, in this order: earn_2y, earn_4y, earn_10y. Your output must follow

this exact array structure: [v_1, v_2, v_3]. Replace every v placeholder with a single number. Do not include keys or explanatory text.

Assistant.  [6100, 5700, 13000]

H.12 INCOME_SCE_GROWTH

Target. The expected percentage change in the household’s total income over the next 12 months.
The SCE first asks whether total household income is expected to increase, decrease, or remain
unchanged and then asks by what percentage it is expected to change. We combine the direction and
size so that expected increases are positive and expected decreases are negative.

Predictors. Household finances and health (finances compared with one year earlier, expected
finances one year ahead, health when available), work and job-search situation (current work-status
indicators, number of jobs, type of employment arrangement, whether the respondent is looking for
work, and duration of unemployment or time out of work when available), respondent demographics,
resources, and geography (age, education, household before-tax income bracket, region, numeracy),
and core macro context (real GDP growth, unemployment rate, headline CPI inflation, and the
effective federal funds rate over the four most recently completed quarters, plus five-year quarterly
references).

No-change baseline. The no-change prediction is no change in total household income over the next
12 months.

Sample construction. We merge national economic variables from FRED-QD with the SCE Core
survey. Next, we drop rows that are missing either part of the income-growth target or any required
demographic, income, or macroeconomic predictor. Current household-finance, health, work, and
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job-search predictors are allowed to remain missing. We then require respondents to be between 18
and 100 years old. Finally, within each survey month, we trim the top and bottom percentiles of
expected income growth.

Prompt example

income_sce_growth

System. You are an American adult making household decisions and forming expectations about your finances, work, and the
economy.

User. Here is some background information about yourself and your household. You are a 54-year-old, have a high-school
education, live in the Midwest, and have a high numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is June, and that $ denotes amounts
in U.S. dollars. Your household’s total pre-tax income over the past 12 months was less than $10,000. Your household is much worse
off than it was 12 months ago, but you expect your household finances to be about the same 12 months from now.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.45%, 0.14%, 0.12%, and 0.99% quarter over quarter; the unemployment rate was
8.20%, 8.03%, 7.80%, and 7.73%; overall consumer prices changed by 0.21%, 0.45%, 0.66%, and 0.40% quarter over quarter; and
the effective federal funds rate was 0.15%, 0.14%, 0.16%, and 0.14%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.24%, the average unemployment rate was 8.48%, compound average
quarterly CPI inflation was 0.44%, and the average effective federal funds rate was 0.35%.

By what percentage do you expect total household income to change over the next 12 months? Use a negative number for a decline, a
positive number for an increase, and 0 for no change.

Return only a valid JSON array containing one number. Your output must follow this exact array structure: [v_1]. Replace every v
placeholder with a single number. Do not include explanatory text.

Assistant. [0.0]

H.13 INCOME_CPS_DISPLACE

Target. Current weekly earnings among workers who lost a job and subsequently found another one.
We use the Displaced Worker Supplement’s current weekly earnings measure, which records weekly
pay directly or standardizes pay reported at another frequency to a weekly amount.

Predictors. Respondent demographics and background (age, sex, race and ethnicity, education, mari-
tal status, Hispanic origin, nativity, citizenship, veteran status), geography (state, region, metropolitan
status), household composition (household role, household size, own children), displacement cir-
cumstances (reason and timing of job loss, occupation and industry of the lost job), lost-job history
(weekly earnings, tenure), reemployment history (number of jobs held since displacement, weeks
without work before the next job), and core macro context (national economic conditions over the
most recently completed quarters). The task predicts current earnings conditional on the respondent
having lost a job and found another one.

No-change baseline. The no-change prediction is the worker’s weekly earnings on the job that was
lost.

Sample construction. Starting from the Displaced Worker Supplement, we keep respondents who
report a qualifying job loss and are employed at the time of the supplement. We convert current and
lost-job pay to weekly earnings. Next, we drop rows that are missing the current earnings target;
any required current demographic, household, geographic, or macroeconomic predictor; lost-job
weekly earnings or tenure; or either reemployment-history measure. The reported reason and timing
of displacement, occupation and industry of the lost job, advance notice, full-time status, union status,
employer type, and health-insurance provision are allowed to remain missing. Finally, within each
survey wave, we trim the top and bottom percentiles of current and lost-job weekly earnings.
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Prompt example

income_cps_displace

System. You are an American person answering questions about your income, work, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 40-year-old White woman with a
bachelor’s degree. You are divorced and live in Alabama, in a metropolitan area in the South. You live alone and have no own
children in your household. You are not Hispanic, were born in the United States, are a U.S. citizen, and are not a veteran.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 1.40%, 1.70%, 0.83%, and 1.72% quarter over quarter; the unemployment rate was
6.23%, 5.93%, 5.07%, and 4.17%; overall consumer prices changed by 1.02%, 1.82%, 1.59%, and 2.18% quarter over quarter; and
the effective federal funds rate was 0.08%, 0.07%, 0.09%, and 0.08%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.65%, the average unemployment rate was 5.08%, compound average
quarterly CPI inflation was 0.71%, and the average effective federal funds rate was 1.09%.

Note that the current month is January, and that $ denotes amounts in U.S. dollars. During the past three years, you lost or left a
full-time job at a private for-profit employer because there was insufficient work. You last worked at that job two years ago and
received less than 1 month of notice before the job loss. You were not a labor-union member at that job, and the job provided health
insurance. You worked at the lost job for about 1.5 years and earned approximately $1,096.16 per week.

Since losing or leaving that job, you have held 1 job. You went 48 weeks without work between the end of the lost job and the start of
your next job. You are currently employed.

Approximately how much do you earn per week at your current job?

Return exactly one valid JSON array containing one number in current U.S. dollars per week. Your output must follow this exact
array structure: [v_1]. Replace every v placeholder with a single number. Do not include a dollar sign, commas, keys, or explanatory
text.

Assistant. [1307.7]

H.14 INCOME_SCE_POLICY

Target. The respondent’s stated effect on their own household under four hypothetical policy changes
over the next 12 months: changes in federal welfare benefits, unemployment benefits, the payroll tax
rate, and the average income tax rate. For each policy, the survey asks whether the effect would be
very negative, somewhat negative, neutral, somewhat positive, or very positive. The task predicts one
of these five answers for each policy.

Predictors. Household finances and expectations (current financial situation, expected financial
situation one year ahead, one-year and longer-run inflation expectations), work situation (current
work-status indicators), respondent demographics, resources, and geography (age, education, house-
hold before-tax income bracket, region, numeracy), and core macro context (real GDP growth,
unemployment rate, headline CPI inflation, and the effective federal funds rate over the four most
recently completed quarters, plus five-year quarterly references). The prompt states whether federal
welfare benefits, unemployment benefits, the payroll tax rate, and the average income tax rate increase
or decrease.

No-change baseline. The no-change prediction is that each of the four policy changes has no effect
on the household.

Sample construction. We merge the SCE Public Policy module with respondent information from
the SCE Core survey and national economic variables from FRED-QD. Next, we drop rows that
are missing one or more of the four household-impact targets, any of the four corresponding policy
directions, or any required demographic, income, or macroeconomic predictor. Current household-
finance, inflation-expectation, and work-status predictors are allowed to remain missing. We keep
answers that map to the five target categories and require respondents to be between 18 and 100 years
old.
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Prompt example

income_sce_policy

System. You are an American adult making household decisions and forming expectations about spending, work, policy, and the
economy.

User. Here is some background information about yourself and your household. You are a 54-year-old, have some college education,
live in the South, and have a low numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is April, and that $ denotes amounts
in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $75,000 and $99,999. Your household
is somewhat better off than it was 12 months ago, and you expect it to be somewhat better off 12 months from now. You expect
inflation to be -1.0% over the next 12 months and 6.0% over the next three years. You work full-time.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.62%, 0.40%, 0.18%, and 0.58% quarter over quarter; the unemployment rate was
5.43%, 5.10%, 5.03%, and 4.90%; overall consumer prices changed by 0.68%, 0.38%, -0.01%, and -0.06% quarter over quarter; and
the effective federal funds rate was 0.12%, 0.14%, 0.16%, and 0.36%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.58%, the average unemployment rate was 6.95%, compound average
quarterly CPI inflation was 0.34%, and the average effective federal funds rate was 0.12%.

For this question, suppose the following policy changes happened. Federal welfare benefits decrease, unemployment benefits increase,
the payroll tax rate increases, and the average income tax rate increases.

5 9 3 5

For each policy change, what impact would it have on your own household? Use one of “very_negative”, “somewhat_negative”, “no_

3 9

impact”, “somewhat_positive”, or ”very_positive” for each item.

Return only a valid JSON array with exactly four string elements, in this order: welfare benefits; unemployment benefits; payroll
tax rate; average income tax rate. Each element must be one of ”very_negative”, “somewhat_negative”, “no_impact”, ’somewhat_
positive”, or “very_positive”. Your output must follow this exact array structure: [’s_17, ”’s_2”, ”s_3”, ”’s_4”]. Replace every s

placeholder with one of the permitted strings. Do not include keys or explanatory text.

2 9 9 2

Assistant. [’somewhat_negative”, “somewhat_negative”, “somewhat_negative”, “somewhat_negative”]

H.15 LABOR_CPS_JOBFIND

Target. Whether a person who is unemployed in the current CPS interview is employed, unemployed,
or out of the labor force one month later. We obtain the outcome by matching the person to the
next monthly CPS interview and use the survey’s standard classification based on reported work, job
search, availability, and reasons for not working.

Predictors. Current unemployment (duration, search or temporary-layoff status, timing of last full-
time work, and worker class on the most recent job when available), respondent demographics (age,
sex, race, education, marital status, Hispanic origin, nativity, citizenship, veteran status), geography
(state, region, metropolitan status), household composition (household role, household size, own
children), and core macro context (national economic conditions over the most recently completed
quarters).

No-change baseline. The no-change prediction is that the person remains unemployed one month
later.

Sample construction. Starting from the monthly CPS, we keep people aged 16 or older who are
unemployed and scheduled to be interviewed again in the following month. We match each person
uniquely to the expected next interview. Next, we drop rows that are missing the next-month labor-
force-status target; any current demographic, household, geographic, or macroeconomic predictor;
unemployment duration; search or layoff status; or time since last full-time work. Worker class on
the most recent job is allowed to remain missing.
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Prompt example

labor_cps_jobfind

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 31-year-old multiracial woman with
some college or an associate degree. You have never been married and live in New Jersey, in a metropolitan area in the Northeast.
There are 5 people in your household, and you do not live with any of your own children. You are not Hispanic. You were born
outside the United States and are a naturalized U.S. citizen. You are not a veteran.

Here is your current and recent labor-market situation. Note that the current month is December. You are currently unemployed and
are seeking full-time work. You have been unemployed for 29 weeks. The last time you worked full-time for at least 2 consecutive
weeks was more than 12 months ago. In your most recent job, you worked in the private sector.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.46%, -0.16%, 0.95%, and 1.08% quarter over quarter; the unemployment rate was
4.13%, 4.13%, 4.20%, and 4.33%; overall consumer prices changed by 0.79%, 0.91%, 0.41%, and 0.76% quarter over quarter; and
the effective federal funds rate was 4.65%, 4.33%, 4.33%, and 4.29%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.78%, the average unemployment rate was 4.30%, compound average
quarterly CPI inflation was 1.11%, and the average effective federal funds rate was 3.04%.

Next month, what will be your work status? For this question, “employed” means working for pay or profit or being temporarily
absent from a job, “unemployed” means not employed but available for work and actively searching or on temporary layoff, and
“not-in_labor_force” means neither employed nor unemployed.

Return exactly one valid JSON array containing one string, using one of: “employed”, “unemployed”, ’not_in_labor_force”. Your
output must follow this exact array structure: [’s_1"’]. Replace every s placeholder with one of the permitted strings. Do not include
explanatory text.

Assistant. [’not_in_labor_force”]

H.16 LABOR_CPS_RETIRE

Target. Whether a person who is employed in the current CPS interview is retired 12 months later.
We match the person to the CPS interview one year later and classify the person as retired when they
are out of the labor force and report retirement as the reason they are not working.

Predictors. Current work situation (actual and usual hours, worker class, multiple-job status, union
coverage, weekly earnings, occupation, industry), household circumstances (family-income range,
spouse or partner status and, when present, that person’s age and labor-force status), health (functional
difficulty), respondent demographics and geography (age, sex, race and ethnicity, education, marital
status, state, region, metropolitan status, nativity), and core macro context (national economic
conditions over the most recently completed quarters).

No-change baseline. The no-change prediction is that the person is not retired 12 months later.

Sample construction. Starting from CPS interviews from 1995 onward, we keep employed people
between 50 and 75 years old who are scheduled to be interviewed again 12 months later. We
match each person uniquely to the expected later interview. Next, we drop rows that are missing
the later labor-force-status target, any required current demographic, household, geographic, or
macroeconomic predictor, usual weekly hours, or hours worked in the previous week. Spouse or
partner information, worker class, multiple-job and union status, weekly earnings, work-limiting
difficulty, family income, occupation, and industry are allowed to remain missing. We also require
sex and race to agree across the two interviews, age to advance consistently, and the person identifier
to agree when it is available in both records. Finally, within each survey month, we trim the top and
bottom percentiles of current weekly earnings when earnings are observed.
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Prompt example

labor_cps.retire

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 62-year-old Black woman with a high
school diploma or GED. You are widowed and live in Alabama, in a metropolitan area in the South. There are 2 people in your
household, including 1 of your own children. You are not Hispanic, were born in the United States, are a U.S. citizen, and are not a
veteran. You do not live with a spouse or partner.

Here are your current work, resources, and health. Note that the current month is September, and that $ denotes amounts in U.S.
dollars. You are currently employed by a private for-profit employer. You worked 40 hours last week, usually work 40 hours per
week, and do not hold multiple jobs. Your union coverage and weekly earnings are not observed. Whether you have a functional
difficulty is not observed. Your family-income category is not observed. Your occupation is Building and Grounds Cleaning and
Maintenance, and your industry is Private households.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.58%, 1.15%, 0.35%, and 0.30% quarter over quarter; the unemployment rate was
6.00%, 5.63%, 5.47%, and 5.67%; overall consumer prices changed by 0.93%, 0.58%, 0.73%, and 0.82% quarter over quarter; and
the effective federal funds rate was 4.49%, 5.17%, 5.81%, and 6.02%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.59%, the average unemployment rate was 6.62%, compound average
quarterly CPI inflation was 0.82%, and the average effective federal funds rate was 4.67%.

Will you be retired one year from now? Use “retired” if you will be retired and "not_retired” if you will not be retired.
Return exactly one valid JSON array containing one string: “retired”” or “not_retired”. Your output must follow this exact array

structure: [’s_1""]. Replace every s placeholder with one of the permitted strings. Do not include explanatory text.

Assistant. [’not_retired”]

H.17 LABOR_CPS_SEPARATION

Target. Whether a person who is employed in the current CPS interview is employed, unemployed,
or out of the labor force one month later. We obtain the outcome by matching the person to the
next monthly CPS interview and use the survey’s standard classification based on reported work, job
search, availability, and reasons for not working.

Predictors. Current work situation (employment status, actual and usual hours, worker class,
multiple-job status), respondent demographics (age, sex, race, education, marital status, Hispanic
origin, nativity, citizenship, veteran status), geography (state, region, metropolitan status), household
composition (household role, household size, own children), and core macro context (national
economic conditions over the most recently completed quarters).

No-change baseline. The no-change prediction is that the person remains employed one month later.

Sample construction. Starting from the monthly CPS, we keep people aged 16 or older who are
employed and scheduled to be interviewed again in the following month. We match each person
uniquely to the expected next interview and require a valid identifier that appears only once in the
baseline month. Next, we drop rows that are missing the next-month labor-force-status target; any
current demographic, household, geographic, or macroeconomic predictor; actual weekly hours; or
usual weekly hours. Worker class and multiple-job status are allowed to remain missing.

Prompt example

labor_cps_separation

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 61-year-old White man with some
college or an associate degree. You are divorced and live in Texas, in a metropolitan area in the South. There is 1 person in your
household, and you do not live with any of your own children. You are not Hispanic, were born in the United States, are a U.S.
citizen, and are not a veteran.

Here is your current job. Note that the current month is January. You are currently employed as self-employed in an incorporated
business. You worked 30 hours last week, usually work 30 hours per week, and do not hold multiple jobs.
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You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.17%, 0.58%, 0.48%, and 1.36% quarter over quarter; the unemployment rate was
7.13%, 7.07%, 6.80%, and 6.63%; overall consumer prices changed by 0.73%, 0.72%, 0.46%, and 0.83% quarter over quarter; and
the effective federal funds rate was 3.04%, 3.00%, 3.06%, and 2.99%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.57%, the average unemployment rate was 6.42%, compound average
quarterly CPI inflation was 0.97%, and the average effective federal funds rate was 5.91%.

One month from now, what will be your work status? For this question, “employed” means working for pay or profit or being
temporarily absent from a job, “unemployed” means not employed but available for work and actively searching or on temporary
layoff, and "not_in_labor_force” means neither employed nor unemployed.

Return exactly one valid JSON array containing one string, using one of: “employed”, "unemployed”, “not_in_labor_force”. Your
output must follow this exact array structure: [’s_1"’]. Replace every s placeholder with one of the permitted strings. Do not include
explanatory text.

Assistant. [“employed”]

H.18 LABOR_SCE_OFFER

Target. Whether the respondent accepted or rejected a job offer. Respondents list as many as three of
their best offers from the previous four months; we take the first listed, which is not necessarily the
first one received. We treat the offer as accepted whether or not the respondent still works in that job,
and omit respondents who were still deciding.

Predictors. Job-offer context (number of recent offers, annual salary of the first listed offer, whether
that offer is full time or part time), reservation wage (the annual full-time wage the respondent would
require), household finances and expectations (current and expected finances, one-year and longer-run
inflation expectations), work situation (current work-status indicators), respondent demographics,
resources, and geography (age, education, household income, region, numeracy), and core macro
context (national economic conditions over the most recently completed quarters).

No-change baseline. The no-change prediction is that the respondent rejected the first listed job
offer.

Sample construction. We merge the SCE Labor Market supplement with respondent information
from the SCE Core survey and national economic variables from FRED-QD. We keep respondents
with at least one job offer. Next, we drop rows that are missing the first-offer accept-or-reject target
or any required demographic, income, or macroeconomic predictor. The offered salary, full-time
or part-time status, reservation wage, household-finance and inflation-expectation measures, and
work-status indicators are allowed to remain missing. We then require respondents to be between 18
and 100 years old and require offered annual pay and reservation wage to be at least $500 when those
amounts are reported. Finally, within each survey month, we trim the top and bottom percentiles of
offered pay and reservation wage when observed.

Prompt example

labor_sce_offer

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 66-year-old, have a college education or
more, live in the Midwest, and have a high numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is November, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $75,000 and $99,999. Your
household is somewhat better off than it was 12 months ago, and you expect it to be somewhat better off 12 months from now. You
expect inflation to be 2.1% over the next 12 months and 2.2% over the next three years. You work part-time.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.87%, -0.35%, 1.29%, and 1.22% quarter over quarter; the unemployment rate was
6.93%, 6.67%, 6.20%, and 6.07%; overall consumer prices changed by 0.37%, 0.62%, 0.53%, and 0.26% quarter over quarter; and
the effective federal funds rate was 0.09%, 0.07%, 0.09%, and 0.09%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.60%, the average unemployment rate was 8.24%, compound average
quarterly CPI inflation was 0.49%, and the average effective federal funds rate was 0.12%.

For this question, consider the following job offer. You received at least one job offer in the last four months. The first offer was
part-time and had an annual salary of $2,200. Your reservation wage for a full-time job was approximately $45,760 per year.
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Thinking about the first job offer you received in the last four months, did you accept or reject that offer? Use “accepted” if you
accepted the offer, whether or not you still work at that job. Use “rejected” if you did not accept it.

Return exactly one valid JSON array containing one string, using one of: “accepted”, “rejected”. Your output must follow this exact
array structure: [’s_1"]. Replace every s placeholder with one of the permitted strings. Do not include explanatory text.

Assistant. [’rejected”]

H.19 LABOR_SCE_RISK

Target. The respondent’s stated chances of three labor-market events: losing their current job over
the next 12 months, leaving it voluntarily over the next 12 months, and finding a new job within
three months if they lost their current job. Each answer comes directly from a survey question asking
for a probability from O to 100 percent. For evaluation, we express each answer as the predicted
probabilities that the event does and does not occur.

Predictors. Previous expectations (the same three stated chances one month earlier), current work
situation (work-status indicators, number of paid jobs, and type of employment arrangement when
available), household finances and health (current finances, expected finances, health when available),
respondent demographics, resources, and geography (age, education, household income, region,
numeracy), and core macro context (national economic conditions over the most recently completed
quarters).

No-change baseline. For each event, the no-change prediction is the respondent’s stated probability
one month earlier.

Sample construction. We link each respondent’s SCE Core survey record to their interview in the
immediately preceding month and merge national economic variables from FRED-QD. Next, we
drop rows that are missing one or more of the three probability targets, any of the corresponding
first-history probabilities, or any required demographic, income, or macroeconomic predictor. Current
work, household-finance, and health predictors are allowed to remain missing. We then require every
probability to lie between 0 and 100 percent and respondents to be between 18 and 100 years old.

Prompt example

labor_sce_risk

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 40-year-old, have a high-school
education, live in the West, and have a low numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is August, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $10,000 and $19,999. Your
household is somewhat worse off than it was 12 months ago, but you expect your household finances to be about the same 12
months from now. You work full-time and currently have 1 paid job, and you work for someone else. One month ago, you assigned
probability 0.500 to losing your current or main job in the following 12 months, probability 0.490 to voluntarily leaving that job in
the following 12 months, and probability 0.490 to finding an acceptable job within 3 months if you lost the job that month.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.14%, 0.12%, 0.99%, and 0.27% quarter over quarter; the unemployment rate was
8.03%, 7.80%, 7.73%, and 7.53%; overall consumer prices changed by 0.45%, 0.66%, 0.40%, and -0.11% quarter over quarter; and
the effective federal funds rate was 0.14%, 0.16%, 0.14%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.22%, the average unemployment rate was 8.59%, compound average
quarterly CPI inflation was 0.37%, and the average effective federal funds rate was 0.25%.

For your current or main job, what probability do you think there is that each of the following will happen: you lose the job in the
next 12 months; you voluntarily leave the job in the next 12 months; and you find an acceptable job within 3 months if you lose the
job this month?

Return only a valid JSON array containing exactly three two-element probability distributions, in this order: job loss in the next 12
months; voluntary job leaving in the next 12 months; acceptable job finding within 3 months conditional on job loss. Within each
distribution, use this order: event does not occur, event occurs. Express each probability as a number from O to 1. Each distribution
must sum to 1. Your output must follow this exact array structure: [[p-1-1, p-1_2], [p-2_1, p2_2], [p-3-1, p-32]]. Replace every p
placeholder with a number from 0 to 1. Do not include keys or explanatory text.

Assistant. [[0.5, 0.5], [0.49, 0.51], [0.5, 0.5]]
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H.20 LABOR_SCE_SEARCH

Target. The respondent’s stated chance of finding an acceptable job within three months and within
12 months. Both answers come directly from survey questions asked of people who are looking for
work and are reported as probabilities from O to 100 percent. For evaluation, we express each answer
as the predicted probabilities that the person does and does not find an acceptable job within the
stated period.

Predictors. Previous expectations (the same two stated chances one month earlier), work and job-
search situation (current work-status indicators, active job-search status, unemployment duration),
household finances and health (current finances, expected finances, health when available), respondent
demographics, resources, and geography (age, education, household income, region, numeracy), and
core macro context (national economic conditions over the most recently completed quarters).

No-change baseline. For each horizon, the no-change prediction is the respondent’s stated probability
one month earlier.

Sample construction. We link each respondent’s SCE Core survey record to their interview in
the immediately preceding month and merge national economic variables from FRED-QD. We
keep respondents who are currently looking for work. Next, we drop rows that are missing either
probability target, either corresponding first-history probability, or any required demographic, income,
or macroeconomic predictor. Current work and job-search details, household-finance measures, and
health are allowed to remain missing. We then require every probability to lie between 0 and 100
percent and respondents to be between 18 and 100 years old.

Prompt example

labor_sce_search

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are an 83-year-old, have a college education
or more, live in the West, and have a low numeracy score.

Here are your household finances, work situation, and expectations. Your household’s total pre-tax income over the past 12 months
was between $30,000 and $39,999. Your household is somewhat worse off than it was 12 months ago, and you expect it to remain
somewhat worse off 12 months from now.

Here is your current work and job-search situation. Note that the current month is July, and that $ denotes amounts in U.S. dollars.
You are not working but would like to work. You are currently looking for a job and have been unemployed for 37 months. One
month ago, you assigned probability 0.450 to finding an acceptable job within the following 12 months and probability 0.250 to
finding one within the following 3 months.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.14%, 0.12%, 0.99%, and 0.27% quarter over quarter; the unemployment rate was
8.03%, 7.80%, 7.73%, and 7.53%; overall consumer prices changed by 0.45%, 0.66%, 0.40%, and -0.11% quarter over quarter; and
the effective federal funds rate was 0.14%, 0.16%, 0.14%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.22%, the average unemployment rate was 8.59%, compound average
quarterly CPI inflation was 0.37%, and the average effective federal funds rate was 0.25%.

What probability do you think there is that you will find an acceptable job within the coming 12 months? What probability do you
think there is that you will find an acceptable job within the coming 3 months?

Return only a valid JSON array containing exactly two two-element probability distributions, in this order: acceptable job finding
within the coming 12 months; acceptable job finding within the coming 3 months. Within each distribution, use this order: event does
not occur, event occurs. Express each probability as a number from 0 to 1. Each distribution must sum to 1. Your output must follow
this exact array structure: [[p_1_1, p_1_2], [p-2_1, p-2_2]]. Replace every p placeholder with a number from O to 1. Do not include
keys or explanatory text.

Assistant. [[0.65, 0.35], [0.8, 0.2]]

H.21 LABOR_CPS_DISPLACE

Target. Whether a worker who reports a past job displacement is employed, unemployed, or out
of the labor force at the time of the Displaced Worker Supplement. We take this outcome from the
CPS’s standard labor-force classification based on reported work, job search, availability, and reasons
for not working.
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Predictors. Displacement history (lookback period, reason and timing of job loss, advance notice,
full-time status, union status when available, employer type, health-insurance provision, and other
characteristics of the lost job), respondent demographics and background (age, sex, race and ethnicity,
education, marital status, Hispanic origin, nativity, citizenship, veteran status), geography (state,
region, metropolitan status), household composition (household role, household size, own children),
and core macro context (national economic conditions over the most recently completed quarters).

No-change baseline. The no-change prediction is that the displaced worker is employed at the time
of the supplement.

Sample construction. Starting from the Displaced Worker Supplement, we keep respondents who
completed the displacement questions and report a qualifying job loss. Next, we drop rows that
are missing the current labor-force-status target or any required current demographic, household,
geographic, or macroeconomic predictor. The detailed reason and timing of displacement, advance
notice, full-time status, union status, employer type, health-insurance provision, and other lost-job
characteristics are allowed to remain missing.

Prompt example

labor_cps_displace

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 40-year-old White woman with a
bachelor’s degree. You are divorced and live in Alabama, in a metropolitan area in the South. There is 1 person in your household,
and you do not live with any of your own children. You are not Hispanic, were born in the United States, are a U.S. citizen, and are
not a veteran.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 1.40%, 1.70%, 0.83%, and 1.72% quarter over quarter; the unemployment rate was
6.23%, 5.93%, 5.07%, and 4.17%; overall consumer prices changed by 1.02%, 1.82%, 1.59%, and 2.18% quarter over quarter; and
the effective federal funds rate was 0.08%, 0.07%, 0.09%, and 0.08%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.65%, the average unemployment rate was 5.08%, compound average
quarterly CPI inflation was 0.71%, and the average effective federal funds rate was 1.09%.

Note that the current month is January. During the past three years, you lost or left a full-time job at a private for-profit employer
because there was insufficient work. You last worked at that job two years ago and received less than 1 month of notice before the job
loss. You were not a labor-union member at that job, and the job provided health insurance.

What is your current employment status?

Return exactly one valid JSON array containing one string, using one of: “employed”, “unemployed”, ’not_in_labor_force”. Your
output must follow this exact array structure: [’s_1"’]. Replace every s placeholder with one of the permitted strings. Do not include
explanatory text.

Assistant. [“employed”]

H.22 LABOR_CPS_UI

This task is inspired by [Farber et al.|(2015).

Target. Whether an unemployed person in the current CPS interview is employed, unemployed, or
out of the labor force one month later. We obtain the outcome by matching the person to the next
monthly CPS interview and use the survey’s standard classification based on reported work, job
search, availability, and reasons for not working.

Predictors. Current unemployment (duration and whether the person is searching or on temporary
layoff), recent work (worker class, occupation, and industry on the most recent job when available),
respondent demographics and geography (age, sex, race and ethnicity, education, marital status, state,
region, nativity, citizenship, veteran status), household composition (household role, household size,
own children), calendar month, core macro context (national economic conditions over the most
recently completed quarters), and unemployment-insurance policy (the number of weeks of regular
state benefits, temporary federal extensions, and total available benefits in the person’s state and
month). Policy values are measured on the fifth day of each month, matching the timing of the CPS
interview week.
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No-change baseline. The no-change prediction is that the person remains unemployed one month
later.

Sample construction. Starting from monthly CPS interviews from January 2008 through August
2014, we keep unemployed people aged 18—-69 who report an eligible reason for unemployment and
are scheduled to be interviewed again in the following month. We merge the unemployment-insurance
durations in force in each state and month and national and state economic variables, then match
each person uniquely to the next interview. Next, we drop rows that are missing the next-month
labor-force-status target; any required current demographic, household, geographic, macroeconomic,
or policy predictor; current unemployment duration and search status; or the occupation and industry
of the most recent job. Time since last full-time work and worker class are allowed to remain missing.
We also require consistent identifiers and demographic characteristics across interviews, a valid
survey weight, and internally consistent nonnegative measures of regular, temporary, and total benefit
duration.

Prompt example

labor_cps._ui

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 41-year-old White man with a bachelor’s
degree. You have never been married and live in New York, in a metropolitan area in the Northeast. There is 1 person in your
household, and you do not live with any of your own children. You are not Hispanic, were born in the United States, are a U.S.
citizen, and are not a veteran.

Here is your current and recent labor-market situation. Note that the current month is January. You are currently unemployed and are
seeking full-time work. You have been unemployed for 2 weeks. The last time you worked full-time for at least 2 consecutive weeks
was within the last 12 months. In your most recent job, you were self-employed in an unincorporated business.

Here is some additional information about your unemployment spell and most recent job. Your unemployment began because a
temporary job ended. You are currently actively looking for work. In your most recent job, your industry was construction, and your
occupation was management occupations.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.30%, 0.61%, 0.58%, and 0.63% quarter over quarter; the unemployment rate was
4.50%, 4.50%, 4.67%, and 4.80%; overall consumer prices changed by 0.98%, 1.13%, 0.63%, and 1.23% quarter over quarter; and
the effective federal funds rate was 5.26%, 5.25%, 5.07%, and 4.50%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.76%, the average unemployment rate was 5.17%, compound average
quarterly CPI inflation was 0.74%, and the average effective federal funds rate was 3.13%.

Under the rules in your state in the current month, a job loser who met the program requirements could potentially receive
unemployment benefits for up to 26 weeks. This total consists of 26 weeks of regular state benefits and 0 weeks of temporary
additional benefits. This maximum does not establish that you personally qualified, received benefits continuously, or had that many
weeks remaining.

Next month, what will be your work status? For this question, “employed” means working for pay or profit or being temporarily
absent from a job, “unemployed” means not employed but available for work and actively searching or on temporary layoff, and
“not_in_labor_force” means neither employed nor unemployed.

Return exactly one valid JSON array containing one string, using one of: “employed”, “unemployed”, ’not_in_labor_force”. Your
output must follow this exact array structure: [’s_1"’]. Replace every s placeholder with one of the permitted strings. Do not include
explanatory text.

Assistant. [“employed”]

H.23 LABOR_PSID_ADDEDWORKER

This task is inspired by |Stephens| (2002).

Target. Spouse or partner’s annual work hours and labor earnings in the calendar year of the other
adult’s job loss and in the following calendar year. We take both measures from the PSID’s annual
questions about hours worked and labor earnings during the preceding year.

Predictors. Work and earnings history for both adults (work status, annual hours, and annual labor
earnings in up to three earlier records), household resources (family income in those earlier records),
household composition and demographics (each adult’s age, sex, education, housing tenure, region,
family size, number of children), job-loss circumstances (which adult lost the job, whether the loss
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followed a layoff, firing, employer closure, or employer move, and earlier losses when observed),
and core macro context (national economic conditions before and during the job-loss period).

No-change baseline. For both target years, the no-change prediction is the nondisplaced adult’s
annual work hours and labor earnings before the job loss.

Sample construction. Starting from PSID couples observed from 1968-1992, we link the household’s
interviews before the job loss, during the job-loss period, and in the following period. We keep
households in which exactly one adult reports a layoff, firing, plant closure, or employer move after
having worked, both adults are observed throughout the relevant interviews, and neither adult reports
another job loss in the adjacent periods. Next, we drop rows that are missing one or more of the
four labor-supply targets; either adult’s current age, sex, or family-composition predictors; either
adult’s first-history work status, hours, or earnings; first-history family income; or the macroeconomic
variables. Current education, housing tenure, and region, prior job-loss details, and the second and
third histories are allowed to remain missing. We also require both adults to be between 25 and 65
years old in all three periods, the couple to remain together, and both adults to have answered the
job-loss questions. Finally, within each survey year, we trim the top and bottom percentiles of every
family-income value shown in the household’s history.

Prompt example

labor_psid_addedworker

System. You are an American adult making decisions about work, income, and household finances.

User. Here is some background information about yourself and your household. You are a 31-year-old woman. Your spouse or
partner is a 30-year-old man. Your household has 5 people, including 3 children. You completed 12 years of schooling. Your spouse
or partner completed 14 years of schooling. You currently rent your home. You live in the South.

Here is your household’s work and income history. Note that $ denotes amounts in U.S. dollars. Three years ago, you worked 2,080
hours in total and had $6,000 in annual labor earnings. Your spouse or partner worked 2,000 hours in total and had $7,800 in annual
labor earnings. Your total family income was $13,800. Two years ago, you worked 2,080 hours in total and had $6,400 in annual
labor earnings. Your spouse or partner worked 2,000 hours in total and had $7,000 in annual labor earnings. Your total family income
was $13,400. One year ago, you worked 2,000 hours in total and had $6,300 in annual labor earnings. Your spouse or partner worked
2,600 hours in total and had $9,000 in annual labor earnings. Your total family income was $15,300.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by -1.22%, 0.71%, 1.71%, and 1.35% quarter over quarter; the unemployment rate was
8.27%, 8.87%, 8.47%, and 8.30%; overall consumer prices changed by 2.14%, 1.20%, 2.01%, and 1.84% quarter over quarter; and
the effective federal funds rate was 6.30%, 5.42%, 6.16%, and 5.41%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.78%, the average unemployment rate was 6.11%, compound average
quarterly CPI inflation was 1.68%, and the average effective federal funds rate was 6.83%.

During the current calendar year, your spouse or partner lost their job because of a layoff or firing.

The first two outcomes below cover the entire current calendar year. They can therefore include work before as well as after your
spouse or partner lost their job. The last two outcomes cover one year from now.

Given this information, what are your annual work hours and labor earnings in the current calendar year, and what will they be in one
year?

Return only a valid JSON array with exactly four numbers, in this order: your annual work hours in the current calendar year; your
annual labor earnings in the current calendar year; your annual work hours in one year; your annual labor earnings in one year.
Earnings must be in current U.S. dollars. Your output must follow this exact array structure: [v_1, v_2, v_3, v_4]. Replace every v
placeholder with a single number. Do not include dollar signs, commas, keys, or explanatory text.

Assistant. [1760.0,8300.0,1984.0,8200.0]

H.24 LABOR_SCE_RESWAGE

Target. The lowest hourly wage the respondent would accept for a new job and the number of hours
per week they would prefer to work at that wage. Both targets come directly from the SCE Job Search
supplement. When the respondent reports an acceptable wage by week or year instead of by hour, we
convert it to an hourly amount using the reported preferred hours.

Predictors. Work and job-search situation (current work-status indicators, number of current jobs
when available, duration of job search, months since last paid work, whether the respondent has ever
had paid work), pay benchmark (hourly-equivalent pay and usual weekly hours in the current job or,
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when unavailable, the most recent job), household finances and expectations (current and expected
finances, one-year and longer-run inflation expectations), respondent demographics, resources, and
household context (age, education, household income, region, numeracy, household size, children
under 18), and core macro context (national economic conditions over the most recently completed
quarters).

No-change baseline. The no-change prediction uses hourly pay and weekly hours in the respondent’s
current job, or in the last job if the respondent is not currently working.

Sample construction. We merge the SCE Job Search supplement with respondent information from
the SCE Core survey and national economic variables from FRED-QD, and convert all reported
pay amounts to hourly values. Next, we drop rows that are missing either target, any required
demographic, income, or macroeconomic predictor, or a complete pay-and-hours benchmark from
either the current job or the most recent job. Household size, number of children, household-finance
and inflation-expectation measures, and other work and job-search details are allowed to remain
missing. We then require the acceptable wage to be positive, preferred weekly hours to be between 1
and 168, and respondents to be between 18 and 100 years old. Finally, within each survey month, we
trim the top and bottom percentiles of the acceptable wage and current-job or last-job hourly pay.

Prompt example

labor_sce_reswage

System. You are an American person answering questions about your work, job search, and labor-force situation.

User. Here is some background information about yourself and your household. You are a 40-year-old, have a high-school
education, live in the West, and have a low numeracy score. Your household has 4 people, including 2 children under 18.

Here are your household finances, work situation, and expectations. Note that the current month is October, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $10,000 and $19,999. Your
household is somewhat worse off than it was 12 months ago, and you expect it to be about the same 12 months from now. You expect
inflation to be 2.2% over the next 12 months and 6.5% over the next three years. You work full-time. You recently spent 14 days
searching for work. Your current or main job pays approximately $9.00 per hour, and you usually work 40 hours per week.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.12%, 0.99%, 0.27%, and 0.85% quarter over quarter; the unemployment rate was
7.80%, 7.73%, 7.53%, and 7.23%; overall consumer prices changed by 0.66%, 0.40%, -0.11%, and 0.54% quarter over quarter; and
the effective federal funds rate was 0.16%, 0.14%, 0.12%, and 0.08%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.29%, the average unemployment rate was 8.65%, compound average
quarterly CPI inflation was 0.32%, and the average effective federal funds rate was 0.16%.

For this question, consider the following job preferences.

What is the lowest hourly wage, before taxes and other deductions, that you would accept for a job in a line of work you would
consider? Assuming you could find suitable work, how many hours per week would you prefer to work on a new job?

Return only a valid JSON array with exactly two numeric elements, in this order: hourly reservation wage; preferred weekly work
hours. Your output must follow this exact array structure: [v_1, v_2]. Replace every v placeholder with a single number. Do not
include keys or explanatory text.

Assistant. [9.81, 40.0]

H.25 MACRO_MICH_OUTLOOK

Target. The respondent’s expected inflation rate over the next 12 months and their expected average
annual inflation rate over the next five to ten years. For each horizon, the Michigan Survey first asks
whether prices are expected to rise, fall, or remain unchanged and then asks by what percentage. We
combine the direction and magnitude into a signed inflation expectation.

Predictors. Previous expectations (the same two inflation expectations from the respondent’s earlier
interview six to eight months before), household and national assessments (personal finances and
national business conditions compared with one year earlier, assessment of government economic
policy), buying conditions (major household items, homes, and vehicles when available), household
resources (annual income), household composition and respondent demographics (age, sex, education,
marital or partner status, number of adults, number of children), geography (region), and core macro
context (national economic conditions over the most recently completed quarters).

53



Preprint

No-change baseline. For each horizon, the no-change prediction is the respondent’s inflation
expectation from the earlier interview.

Sample construction. We link each respondent to a unique earlier Michigan Survey interview
conducted six, seven, or eight months before and merge national economic variables from FRED-QD.
We keep pairs in the correct chronological order whose earlier interview matches the survey’s recorded
link and was available by the date of the current response. Next, we drop rows that are missing either
current inflation-expectation target, either corresponding first-lag expectation, or any required current
predictor. Assessments of whether it is a good time to buy a home, sell a house, or buy a vehicle are
allowed to remain missing. We also require the categorical responses shown to the model to have
valid meanings. Finally, within each survey month, we trim the top and bottom percentiles of both
current inflation expectations and annual household income, and apply the same trimming rule to
each earlier expectation within its earlier survey month.

Prompt example

macromich_outlook

System. You are the head of an American household forming expectations about economic conditions, both for the country in
general and for your household in particular.

User. Here is some background information about yourself and your household. You are a 62-year-old man living in the West. You
are married or partnered, and your highest completed education is some college without a college degree. Your household has 2
adults and no children.

Here are your current views on your finances and the economy. Note that the current month is November, and that $ denotes amounts
in U.S. dollars. Your current household income is $29,000 per year. You report that your personal finances are better than they were a
year ago, while national business conditions are worse than they were a year ago. You rate the government’s handling of economic
policy as only fair. You think now is a good time to buy major household items, buy a home, sell a house, and buy a vehicle.

6 months ago, your expected price change over the next 12 months was 2.0%. Your expected average annual price change over the
next 5 to 10 years was 2.0%.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.35%, 1.20%, 1.08%, and 0.99% quarter over quarter; the unemployment rate was
7.10%, 7.37%, 7.60%, and 7.63%; overall consumer prices changed by 0.83%, 0.68%, 0.77%, and 0.76% quarter over quarter; and
the effective federal funds rate was 4.82%, 4.02%, 3.77%, and 3.26%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.66%, the average unemployment rate was 6.06%, compound average
quarterly CPI inflation was 1.05%, and the average effective federal funds rate was 7.01%.

Over the next 12 months, by what percent do you expect prices in general to change? Over the next 5 to 10 years, by what percent per
year on average do you expect prices in general to change? Use a negative number if you expect prices to fall.

Return only a valid JSON array with exactly 2 elements, in this order: expected-inflation_ly, expected-inflation_5_to_10y_annual.
Both elements must be numbers in percent. Your output must follow this exact array structure: [v_1, v_2]. Replace every v placeholder
with a single number. Do not include keys or explanatory text.

Assistant. [3.0, 2.0]

H.26 MACRO_SCE_UNCERTAINTY

Target. Five probability vectors reported by the respondent: inflation over the next year, inflation
over the 12-month period two to three years ahead, and whether U.S. unemployment, the average
savings-account interest rate, and U.S. stock prices will be higher one year ahead. For each inflation
horizon, the survey asks the respondent to divide 100 percentage points across ten possible inflation
ranges. For each of the other three outcomes, it asks directly for the chance that the outcome will be
higher.

Predictors. Previous expectations (all five probability vectors from one month earlier), household
finances and work situation (current household finances, current work-status indicators), respondent
demographics, resources, and geography (age, education, household before-tax income bracket,
region, numeracy), and core macro context (real GDP growth, unemployment rate, headline CPI
inflation, and the effective federal funds rate over the four most recently completed quarters, plus
five-year quarterly references).

No-change baseline. The no-change prediction carries forward all five probability vectors from one
month earlier.
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Sample construction. We link each respondent to their SCE interview in the immediately preceding
month and merge national economic variables from FRED-QD. Next, we drop rows that are missing
one or more target answers, any of the five first-history probability vectors, or any required demo-
graphic, income, or macroeconomic predictor. Current household-finance and work-status predictors
are allowed to remain missing. We require every probability to lie between 0 and 100 percent, the
probabilities over the inflation ranges to sum to 100 percent at each horizon apart from rounding, and
respondents to be between 18 and 100 years old. Finally, within each survey month, we trim the top
and bottom percentiles of the interquartile range implied by each respondent’s inflation probabilities.

Prompt example

macro_sce_uncertainty

System. You are an American adult making household decisions and forming expectations about your finances, work, housing, and
the economy.

User. Here is some background information about yourself and your household. You are a 66-year-old, have a college education or
more, live in the Northeast, and have a high numeracy score.

Here are your household finances, work situation, and expectations. Note that the current month is July, and that $ denotes amounts
in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $100,000 and $149,999. Your household
is somewhat better off than it was 12 months ago, but you expect your household finances to be somewhat better off 12 months from
now. One month ago, your probabilities for inflation over the following 12 months, in the same ten-bin order used below, were [0.1,
0.15, 0.25, 0.5, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0]. Your probabilities for the 12-month period two to three years ahead were [0.15, 0.2,
0.5, 0.15, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0]. You assigned probability 0.400 to the U.S. unemployment rate being higher 12 months later,
probability 0.700 to the average interest rate on savings accounts being higher, and probability 0.500 to U.S. stock prices being higher.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.14%, 0.12%, 0.99%, and 0.27% quarter over quarter; the unemployment rate was
8.03%, 7.80%, 7.73%, and 7.53%; overall consumer prices changed by 0.45%, 0.66%, 0.40%, and -0.11% quarter over quarter; and
the effective federal funds rate was 0.14%, 0.16%, 0.14%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.22%, the average unemployment rate was 8.59%, compound average
quarterly CPI inflation was 0.37%, and the average effective federal funds rate was 0.25%.

Now think about the different things that may happen to inflation. For each of the following ten ranges, what probability do you think
there is that inflation over the next 12 months will fall in that range? Use this order: inflation at least 12 percent, inflation 8 to 12
percent, inflation 4 to 8 percent, inflation 2 to 4 percent, inflation 0 to 2 percent, deflation 0 to 2 percent, deflation 2 to 4 percent,
deflation 4 to 8 percent, deflation 8 to 12 percent, deflation at least 12 percent. Then, for the 12-month period two to three years from
now, what probability do you think there is that inflation will fall in each of the same ranges? Finally, what probability do you think
there is that 12 months from now the U.S. unemployment rate will be higher than it is now, that the average interest rate on savings
accounts will be higher than it is now, and that U.S. stock prices will be higher than they are now?

Return only a valid JSON array containing exactly five probability distributions, in this order: the ten-element one-year inflation
distribution; the ten-element two-to-three-year inflation distribution; the two-element higher-unemployment distribution; the two-
element higher-savings-rate distribution; the two-element higher-stock-price distribution. Preserve the inflation-bin order stated
above. Within each two-element distribution, use this order: event does not occur, event occurs. Express each probability as a number
from O to 1. Each distribution must sum to 1. Your output must follow this exact array structure: [[p_1_1, ..., p-1_10], [p-2_1, ..., p-2_
10], [p-3-1, p-3-2], [p-4-1, p-4_2], [p-5-1, p-5-2]]. Replace every p placeholder with a number from 0 to 1. Do not include keys or
explanatory text.

Assistant.  [[0.0, 0.0, 0.75, 0.2, 0.05, 0.0, 0.0, 0.0, 0.0, 0.0], [0.0, 0.0, 0.05, 0.65, 0.3, 0.0, 0.0, 0.0, 0.0, 0.0], [0.84, 0.16], [0.25,
0.751, [0.44, 0.56]]

H.27 MACRO_SCE_REVISION

This task is inspired by |Armantier et al.| (2022).

Target. The respondent’s inflation expectations in their twelfth monthly SCE interview: expected
inflation over the next 12 months and expected average annual inflation over the 12-month period two
to three years ahead. For both horizons, we use the mean implied by the probabilities the respondent
assigns to different possible inflation ranges.

Predictors. Earlier expectations (both inflation expectations from the respondent’s first monthly
interview), respondent demographics and resources at the final interview (age, education, household
income, region, numeracy, household finances, work situation), core macro context (national eco-
nomic conditions over the most recently completed quarters), and inflation since the first interview
(the observed change in the seasonally adjusted U.S. consumer price index over the intervening 11
months, the earlier one-year expectation converted to the same 11-month period, and the difference
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between the two). The task therefore asks how the respondent revises expectations after observing
inflation during the panel.

No-change baseline. For each horizon, the no-change prediction is the respondent’s inflation
expectation in their first monthly interview.

Sample construction. We link each respondent’s first and twelfth SCE interviews, require the two
interviews to be exactly 11 months apart, and merge national economic variables from FRED-QD
and the seasonally adjusted U.S. consumer price index. We calculate inflation over the 11 completed
months between the interviews, convert the earlier 12-month expectation to an 11-month rate using
constant monthly growth, and subtract the converted expectation from observed inflation. Next,
we drop pairs that are missing either final-expectation target, either first-history expectation, any
required final-interview demographic, income, or macroeconomic predictor, either price-index value,
or any of the three inflation-comparison measures. Final-interview household-finance and work-status
predictors are allowed to remain missing. We also require the earlier one-year expectation to exceed
-100 percent and respondents to be between 18 and 100 years old. Finally, within each survey month,
we trim the top and bottom percentiles of both final inflation expectations.

Prompt example

macro_sce_revision

System. You are an American adult making household decisions and forming expectations about your finances, work, housing, and
the economy.

User. Here is some background information about yourself and your household. You are a 28-year-old, have a college education or
more, live in the Midwest, and have a low numeracy score.

Here are your household finances, work situation, and expectations. Your household’s total pre-tax income over the past 12 months
was between $10,000 and $19,999. Your household is about as well off as it was 12 months ago, and you expect your household
finances to remain about the same 12 months from now.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.27%, 0.85%, 0.87%, and -0.35% quarter over quarter; the unemployment rate was
7.53%, 71.23%, 6.93%, and 6.67%; overall consumer prices changed by -0.11%, 0.54%, 0.37%, and 0.62% quarter over quarter; and
the effective federal funds rate was 0.12%, 0.08%, 0.09%, and 0.07%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.48%, the average unemployment rate was 8.57%, compound average
quarterly CPI inflation was 0.52%, and the average effective federal funds rate was 0.13%.

Now consider how actual consumer prices have evolved compared with your expectations over recent months. Note that the current
month is May, and that $ denotes amounts in U.S. dollars. Eleven months ago, you expected consumer prices to increase by 12.4%
over the following 12 months, and to increase by 10.3% over the 12-month period two to three years ahead. Assuming a constant
monthly expected inflation rate over the following 12 months, your first expectation corresponds to an expected increase of 11.3%
over the first 11 months of that period. Actual consumer prices increased by 2.0% over those 11 months. This was 9.3 percentage
points below the implied 11-month expectation.

Given this information, by what percentage do you now expect consumer prices to change over the next 12 months? By what
percentage do you now expect them to change over the 12-month period starting two years from now?

Return only a valid JSON array with exactly two numbers, in this order: expected consumer-price change over the next 12 months;
expected consumer-price change over the 12-month period starting two years from now. Use a negative number if you expect
consumer prices to fall. Your output must follow this exact array structure: [v_1, v_2]. Replace every v placeholder with a single
number. Do not include keys or explanatory text.

Assistant. [5.071, 3.569]

H.28 HOUSE_CENSUS_MOVE

Target. Whether an adult lives in the same home as five years earlier, a different home in the same
state, or a different state. We construct the three categories from the Census questions on residence
five years ago and current and previous state of residence.

Predictors. Respondent characteristics five years earlier (age, sex, race and ethnicity, education),
location five years earlier (state of residence), economic conditions in that state (annual unemployment
rate, per-capita personal income growth, house-price growth), and core macro context before the
five-year period (real GDP growth, unemployment rate, headline CPI inflation, and the effective
federal funds rate over the preceding four quarters, plus five-year quarterly references).
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No-change baseline. The no-change prediction is that the respondent remains in the same home.

Sample construction. Starting from the 1990 and 2000 Census samples, we use each person’s
reported residence five years earlier to identify the origin state, then merge state unemployment,
income, and house-price data and national economic variables. We keep people who were at least 30
years old at the start of the five-year period. Next, we drop rows that are missing the migration target
or any current predictor. No target or predictor shown to the model is allowed to remain missing.

Prompt example

house_census_move

System. You are an American adult making decisions about housing and residential location.

User. Here is some background information about yourself and where you lived five years ago. Note that the current month is April.
Five years ago, you were a 64-year-old mexican, Hispanic woman with grade 5, 6, 7, or 8. Your state of residence five years ago was
Texas.

You are also aware of national economic conditions before that five-year period began. Over the four calendar quarters immediately
before that period, listed from oldest to most recent, U.S. real GDP changed by 1.95%, 1.73%, 0.96%, and 0.82% quarter over
quarter; the unemployment rate was 7.87%, 7.43%, 7.43%, and 7.30%; overall consumer prices changed by 1.42%, 0.94%, 0.87%,
and 0.86% quarter over quarter; and the effective federal funds rate was 9.69%, 10.56%, 11.39%, and 9.27%. Over the five years
ending in the last of those four quarters, compound average quarterly real GDP growth was 0.64%, the average unemployment rate
was 8.32%, compound average quarterly CPI inflation was 1.64%, and the average effective federal funds rate was 12.26%.

You are also aware of annual state and national conditions in the completed calendar year immediately before that five-year period
began. Unemployment in your state was 6.10%, compared with 7.51% nationally; per-capita personal income was growing at 7.60%
in your state and 9.35% nationally; and house prices were growing at 0.98% in your state and 4.47% nationally.

Compared with where you lived five years ago, do you now live at the same residence, at a different residence in the same state, or in
a different state?

2 9 5 5

Return only a valid JSON array containing exactly one string, using one of: “’stay”, “move_within_state”, “move_to_different_state”.
Your output must follow this exact array structure: [’s_17]. Replace every s placeholder with one of the permitted strings. Do not
include explanatory text.

Assistant. [“stay”]

H.29 HOUSE_PSID_OWNER

Target. Whether a household that currently rents owns a home in its next PSID interview, usually two
years later and sometimes one year later in the early part of the sample. We use the housing-tenure
answer in the matched later interview and classify the household as an owner or nonowner.

Predictors. Household resources (income and available wealth components), household history (up
to three prior samples of income, wealth, and housing tenure), household composition (presence of
a spouse or partner, marital status, household size, number of children), respondent demographics
and geography (age, sex, race and ethnicity, region, metropolitan status when available), core macro
context (real GDP growth, unemployment rate, headline CPI inflation, and the effective federal funds
rate over the most recently completed quarters, plus five-year quarterly references), and financial and
housing-market context (house-price growth, S&P 500 growth, and the 30-year mortgage rate over
the same periods).

No-change baseline. The no-change prediction is that the household remains a renter in the next
PSID interview.

Sample construction. Starting from our clean PSID household panel, we keep current renters
between 25 and 75 years old and link each household to its next consecutive interview. We merge
national economic, financial-market, and housing-market variables. Next, we drop rows that are
missing the next-interview homeownership target or any required current predictor: age, sex, race
or ethnicity, region, housing tenure, spouse or partner status, marital status, family size, number of
children, family income, or the core macroeconomic variables. Metropolitan status, current wealth
fields, changes since the previous interview, all prior household histories, and the financial- and
housing-market variables are allowed to remain missing. Finally, within each survey year, we trim
the top and bottom percentiles of current and available lagged family income and of current net worth
when observed.
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Prompt example

house_psid_owner

System. You are an American adult making decisions about housing and residential location.

User. Here is some background information about yourself and your household. You are a 57-year-old White woman living in the
South, in a metropolitan area. You do not have a spouse or partner in your household and are not legally married. Your household has
1 person and no children. Compared with two years ago, household size has fallen by 1, the number of children is unchanged, partner
status is unchanged, and marital status is unchanged.

Here are your household’s housing, finances, and past household records. Note that $ denotes amounts in U.S. dollars. You currently
rent your home. Your current household income is $77,187, and your total net worth is $1,269. You have $0 in savings, $0 in
financial investments, and $0 in home equity. Six years ago, your household rented its home, household income was $72,924, total
net worth was $23,610, savings were $5,555, and financial investments were $0. Four years ago, your household rented its home,
household income was $25,142, total net worth was $13,307, savings were $0, and financial investments were $0. Two years ago,
your household rented its home, household income was $71,953, total net worth was $5,157, savings were $5,157, and financial
investments were $0.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by -0.35%, 1.29%, 1.22%, and 0.51% quarter over quarter; the unemployment rate was
6.67%, 6.20%, 6.07%, and 5.70%; overall consumer prices changed by 0.62%, 0.53%, 0.26%, and -0.25% quarter over quarter; and
the effective federal funds rate was 0.07%, 0.09%, 0.09%, and 0.10%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.57%, the average unemployment rate was 8.03%, compound average
quarterly CPI inflation was 0.44%, and the average effective federal funds rate was 0.12%. You are also aware of recent financial and
housing-market conditions. Over the same four completed quarters, listed from oldest to most recent, U.S. house prices changed by
0.49%, 1.50%, 1.06%, and 0.54% quarter over quarter; the S&P 500 changed by 3.61%, 3.60%, 3.98%, and 1.83% quarter over
quarter; and the average 30-year mortgage rate was 4.36%, 4.23%, 4.14%, and 3.97%. Over the same five-year period, compound
average quarterly house-price growth was -0.15%, compound average quarterly S&P 500 growth was 3.12%, and the average 30-year
mortgage rate was 4.19%.

In two years, will your household own its home?

EPIE)

Return only a valid JSON array containing exactly one string, using one of: ’yes”, "no”. Your output must follow this exact array
structure: [’s_1""]. Replace every s placeholder with one of the permitted strings. Do not include explanatory text.

Assistant. ["no”]

H.30 HOUSE_SCE_MOVE

Target. The respondent’s stated chance of moving to a different primary residence over the next 12
months. The answer comes directly from an SCE question asking for a probability from 0 to 100
percent. For evaluation, we express it as the predicted probabilities that the respondent moves and
does not move.

Predictors. Previous expectation (the same stated moving probability one month earlier), residence
and moving circumstances (current residence and moving-related answers when available), household
finances and expectations (current and expected finances), work and job-search situation (current
work-status indicators and search information when available), respondent demographics, resources,
and geography (age, education, household before-tax income bracket, region, numeracy), and core
macro context (real GDP growth, unemployment rate, headline CPI inflation, and the effective federal
funds rate over the four most recently completed quarters, plus five-year quarterly references).

No-change baseline. The no-change prediction is the respondent’s stated moving probability one
month earlier.

Sample construction. We link each SCE Core survey record to the respondent’s interview in the
immediately preceding month and merge national economic variables from FRED-QD. Next, we drop
rows that are missing the current moving-probability target, the corresponding first-history probability,
or any required demographic, income, or macroeconomic predictor. Current residence and moving
circumstances, household-finance measures, work-status indicators, and job-search information are
allowed to remain missing. We then require both probabilities to lie between 0 and 100 percent and
respondents to be between 18 and 100 years old.
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Prompt example

house_sce_move

System. You are an American adult making decisions about housing and residential location.

User. Here is some background information about yourself and your household. You are a 58-year-old, have some college education,
live in the West, and have a low numeracy score.

Here are your household finances, work situation, expectations, and housing. Note that the current month is July, and that $ denotes
amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between $30,000 and $39,999. Your
household is about the same than it was 12 months ago, and you expect your household finances to be somewhat better off 12 months
from now. You have not moved recently. One month ago, you thought the probability that you would move to a different primary
residence over the following 12 months was 0.300.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.14%, 0.12%, 0.99%, and 0.27% quarter over quarter; the unemployment rate was
8.03%, 7.80%, 7.73%, and 7.53%; overall consumer prices changed by 0.45%, 0.66%, 0.40%, and -0.11% quarter over quarter; and
the effective federal funds rate was 0.14%, 0.16%, 0.14%, and 0.12%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.22%, the average unemployment rate was 8.59%, compound average
quarterly CPI inflation was 0.37%, and the average effective federal funds rate was 0.25%.

What probability do you think there is that over the next 12 months you will move to a different primary residence?

Return only a valid JSON array containing exactly one two-element probability distribution. Use this order: probability of not
moving, probability of moving. Express each probability as a number from O to 1. The distribution must sum to 1. Your output must
follow this exact array structure: [[p-1_1, p-1_2]]. Replace every p placeholder with a number from O to 1. Do not include keys or
explanatory text.

Assistant. [[1.0, 0.0]]

H.31 HOUSE_SCE_FINANCING

This task is inspired by [Fuster & Zafar| (2021)).

Target. The respondent’s maximum home purchase price and down payment under three financing
scenarios: freedom to choose any down payment at the original mortgage rate, a mortgage rate two
percentage points above or below the original rate, and receipt of a cash inheritance. The six targets
are the direct dollar answers to the price and down-payment questions under these three scenarios.

Predictors. Initial housing choice (maximum purchase price, down payment, mortgage rate, monthly
payment, comparable-home value), household housing and financial circumstances (tenure, savings,
debt, credit-score range, moving expectations, views about property investment), respondent prefer-
ences and characteristics (risk tolerance, numeracy, demographics, income, location), and core macro
context (national economic conditions over the most recently completed quarters). The experiment
randomly assigns an initial mortgage rate of 4.5 or 6.5 percent, then allows a flexible down payment,
changes the rate by two percentage points, and adds an inheritance. The model sees the initial choice
and predicts all six later answers together.

No-change baseline. The no-change prediction repeats the respondent’s initial maximum price and
down payment under each of the three later scenarios.

Sample construction. Starting from the February 2014 home-financing experiment data from |Fuster|
& Zafar| (2021)’s replication package, we add the survey release date and national economic variables
available before the survey. Next, we drop rows that are missing one or more of the six targets or
any current predictor. Current home value and housing debt are required for homeowners but are
allowed to remain missing for renters; no other predictor shown to the model is allowed to remain
missing. We require every stated purchase price to be positive, each down payment to be at least the
experiment’s rounded 5 percent minimum and no greater than the stated price, and all answers to lie
within the ranges allowed by the questionnaire. Finally, we trim the top and bottom percentiles of all
the monetary variables.
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Prompt example

house_sce_financing

System. You are an American adult making decisions about housing, borrowing, and household finances.

User. Here is some background information about yourself and your household. You are a 40-year-old woman, are married, and
your highest completed education is less than a college degree. You live in the West and have 2 children under 18 and 1 adult child
living with you. You answered 2 of 5 numeracy questions correctly.

Here are your household finances, housing situation, preferences, and expectations. Note that $ denotes amounts in U.S. dollars.
Your household income is between $10,000 and $20,000. You rent your current home. Your liquid savings are less than $5,000, your
non-housing debt is between $5,000 and $30,000, and your credit-score band is below 620. A typical comparable home costs about
$230,000. On a scale from 1 to 10, your willingness to take risks is 2. You give a 50.0% chance of moving within the next three years.
You do not regard property in your ZIP code as a good investment.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by 0.99%, 0.27%, 0.85%, and 0.87% quarter over quarter; the unemployment rate was
7.73%, 71.53%, 7.23%, and 6.93%; overall consumer prices changed by 0.40%, -0.11%, 0.54%, and 0.37% quarter over quarter; and
the effective federal funds rate was 0.14%, 0.12%, 0.08%, and 0.09%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.44%, the average unemployment rate was 8.65%, compound average
quarterly CPI inflation was 0.45%, and the average effective federal funds rate was 0.14%.

Imagine that you move to a comparable city and are considering a comparable home where you plan to remain for a long time. You
do not need to sell a current home. With a 20% down payment and a 30-year mortgage rate of 4.5%, the most you would pay for the
home is $60,000, implying a down payment of $12,000. This is equivalent to an effective total monthly payment of about $827 for a
30-year fixed-rate loan, including principal and interest, estimated mortgage-interest tax savings assuming that 95% of interest is
deductible at a 34% income tax rate, and maintenance, property taxes, and homeowners insurance equal in total to 3.35% of the
comparable-home value per year. For reference, the principal-and-interest payment alone on each $100,000 borrowed is about $507
per month at 4.5% and $632 per month at 6.5%.

Now consider three further situations, in this order.

Situation 1: The mortgage rate remains 4.5%, but you may choose any down payment of at least 5% of the home price. You receive
no extra cash before purchase.

Situation 2: The mortgage rate is 6.5%, and you may again choose any down payment of at least 5% of the home price. You receive
no extra cash before purchase.

Situation 3: The mortgage rate remains 6.5%, you may choose any down payment of at least 5%, and you unexpectedly receive
$100,000 in cash before buying the home. You may use all, some, or none of this cash for the down payment.

For each situation, state the maximum home price you would be willing to pay and the dollar down payment you would choose.

Return only a valid JSON array with exactly 6 numbers in this order: situation_1_maximum_price, situation_1_down_payment,
situation_2_maximum_price, situation-2_down_payment, situation_3_maximum_price, situation-3_down_payment. All six numbers
must be nominal U.S. dollars. Your output must follow this exact array structure: [v_1, v_2, v_3, v_4, v_5, v_6]. Replace every v
placeholder with a single number. Do not include keys or explanatory text.

Assistant.  [65000, 5000, 65000, 7000, 85000, 35000]

H.32 HOUSE_SCE_LOCKIN

This task is inspired by |Aidala et al.|(2024).

Target. The respondent’s stated chance of moving to a different primary residence over the next three
years if they could keep their current mortgage interest rate after moving. The answer comes directly
from an SCE question asking for a probability from 0 to 100 percent. For evaluation, we express it as
the predicted probabilities that the respondent moves and does not move.

Predictors. Ordinary moving expectation (the respondent’s stated three-year moving probability
without mortgage portability), mortgage and housing circumstances (current mortgage rate, home
value, mortgage balance, homeownership, the latest national 30-year mortgage rate, and the difference
between the current and national rates), household finances and expectations (current and expected
finances), work situation (current work-status indicators), household composition and respondent
demographics, resources, and geography (age, education, household before-tax income bracket,
region, numeracy, marital or partner status), and core macro context (national economic conditions
over the most recently completed quarters). The hypothetical scenario allows the household to carry
its current mortgage rate to a new home.

No-change baseline. The no-change prediction is the respondent’s ordinary three-year moving
probability reported in the same survey.

60



Preprint

Sample construction. We merge the SCE Housing module with respondent information from the
SCE Core survey, national economic variables from FRED-QD, and the national 30-year mortgage
rate. We keep respondents with an active mortgage. Next, we drop rows that are missing the moving-
probability target under mortgage portability; the ordinary moving probability; current mortgage
status or rate; or any required demographic, income, macroeconomic, or national-mortgage-rate
predictor. Current home values, mortgage balance, spouse or partner status, household-finance
measures, and work-status indicators are allowed to remain missing. We then require both the
ordinary and mortgage-portability moving probabilities to lie between 0 and 100 percent, the current
mortgage rate to be positive, and respondents to be between 18 and 100 years old. Finally, within
each survey month, we trim the top and bottom percentiles of the current mortgage rate and observed
housing values.

Prompt example

house_sce_lockin

System. You are an American adult making decisions about housing and residential location.

User. Here is some background information about yourself and your household. You are a 38-year-old, have a high-school
education, live in the Midwest, have a high numeracy score, and are married or living with a partner.

Here are your household finances, work situation, expectations, housing, and mortgage situation. Note that the current month is
February, and that $ denotes amounts in U.S. dollars. Your household’s total pre-tax income over the past 12 months was between
$150,000 and $199,999. Your household is about as well off as it was 12 months ago, and you expect your household finances to
remain about the same 12 months from now. You expect inflation to be -0.5% over the next 12 months and -2.6% over the next three
years. You work full-time. A typical local home is worth about $200,000, while your primary residence was purchased for about
$520,000 and is now worth about $600,000. Your home loan consists of mortgage debt only, with a balance of about $400,000 and
an interest rate of 3.0%. The national average 30-year mortgage rate is 6.7%, which is 3.7 percentage points above your current
mortgage rate. Given your current situation, you think the probability that you would move to a different primary residence over the
next three years is 0.010.

You are also aware of recent national economic conditions. Over the four most recently completed calendar quarters, listed from
oldest to most recent, U.S. real GDP changed by -0.25%, 0.16%, 0.72%, and 0.69% quarter over quarter; the unemployment rate was
3.87%, 3.63%, 3.53%, and 3.57%; overall consumer prices changed by 2.20%, 2.35%, 1.32%, and 1.05% quarter over quarter; and
the effective federal funds rate was 0.12%, 0.77%, 2.19%, and 3.65%. Over the five years ending in the most recently completed
quarter, compound average quarterly real GDP growth was 0.57%, the average unemployment rate was 4.93%, compound average
quarterly CPI inflation was 0.95%, and the average effective federal funds rate was 1.23%.

For this question, consider the following mortgage-rate scenario. Suppose that, if you moved and bought a different home, you could
keep the same interest rate as your current mortgage.

Under that scenario, what probability do you think there is that you would move to a different primary residence over the next three
years?

Return only a valid JSON array containing exactly one two-element probability distribution. Use this order: probability of not moving
under the scenario, probability of moving under the scenario. Express each probability as a number from O to 1. The distribution
must sum to 1. Your output must follow this exact array structure: [[p-1-1, p-1-2]]. Replace every p placeholder with a number from
0 to 1. Do not include keys or explanatory text.

Assistant. [[0.99, 0.01]]
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